
ANNAMACHARYA UNIVERSITY, RAJAMPET
(ESTD UNDER AP PRIVATE UNIVERSITIES (ESTABLISHMENT AND REGULATIONS) ACT, 2016

RAJAMPET, Annamayya District, AP, INDIA

Course : Big Data Analytics

Course Code : 24FMCA2GT

Branch : MCA

Prepared by : S. Haseena

Designation : Assistant Professor

Department : MCA



ANNAMACHARYA UNIVERSITY, RAJAMPET
(ESTD UNDER AP PRIVATE UNIVERSITIES (ESTABLISHMENT AND REGULATIONS) ACT, 2016

RAJAMPET, Annamayya District, AP, INDIA

Title of the Course : Big Data Analytics
Category : PE
Year I
Semester II
Course Code : 24FMCA2GT
Branch : MCA

Lecture Hours Tutorial Hours Practice Hours Credits
3 0 0 3

COURSE OBJECTIVES:
• To know the fundamentals and need of Big Data.
• To learn various big data technologies.
• To know holistic view of big data analytics and gain the knowledge for decision making.
• To learn advanced analytics platform of big data.
• To gain knowledge about Hadoop Map Reduce and parallel processing patterns.

COURSE OUTCOMES:
The Student will be able to
1. Comprehend the fundamental concepts of big data.
2. Describe various big data technologies.
3. Apply decision making concepts in big data analytics.
4. Describe the advanced analytic platforms of big data.
5. Analyze the processing of big data using Hadoop Map Reduce.
UNIT I 11
INTRODUCTION TO BIG DATA : What is Big Data and why is it important?, Four V‟s of Big Data, Drivers for
Big Data, Building the big data team, Big data sources, Big Data Analytics applications

UNIT II 10
BIG DATA TECHNOLOGIES: Hadoop’s Parallel World, Data discovery, Open-source technology for Big Data
Analytics, The cloud and Big Data, Predictive Analytics, Mobile Business Intelligence, Crowd Sourcing Analytics,
Inter- and Trans-Firewall Analytics, Information Management.

UNIT III 10
THE PEOPLE PART OF THE EQUATION: Rise of the data scientist, Using deep math, science, and computer
science, Holistic view of analytics, Creating talent for decision sciences, Setting up the right organizational structure
for institutionalizing analytics, Best practices for big data analytics.

UNIT IV 9
ADVANCED ANALYTICS PLATFORM: Real-Time Architecture for conversations, Orchestration and Synthesis
Using Analytics Engines, Discovery using Data at Rest, Implementation of Big Data Analytics: Big Data
Governance, Analytics Business Maturity Model.

UNIT V 10
PROCESSING BIG DATA USING HADOOP: What is Hadoop Map Reduce?, Hadoop Map Reduce components,
Advantages of Hadoop Map Reduce, Hadoop Map Reduce Example, Building blocks of Hadoop Map Reduce,
Design of HDFS, HDFS Concepts, Data flow. Anatomy of a Map Reduce job run.

PRESCRIBED TEXTBOOKS:
1. Michael Minelli, Michehe Chambers, Ambiga Dhiraj “Big Data, Big Analytics: Emerging Business
Intelligence and Analytic Trends for Today’s Businesses”, Wiley, 1st Edition, 2013.
2. Arvind Sathi, “Big Data Analytics: Disruptive Technologies for Changing the Game”, MC Press LLC, 1st

Edition, 2012.



REFERENCE BOOKS:
1. Frank J. Ohlhorst, “Big data analytics: Turning big data into big money”, Wiley, 1st Edition, 2012

2. Bill Franks, “Taming the Big Data Tidal Wave: Finding Opportunities in Huge Data
Streams with Advanced Analytics”, 1st Edition, Wiley and SAS Business Series, 1st Edition.
2012.

3. TomWhite, “Hadoop: The Definitive Guide”, 3rd Edition, Shroff/O’reilly, 4th Edition, 2015.

CO-PO MAPPING:

Course Outcomes

Fo
un
da
tio

n
K
no
w
le
dg
e

Pr
ob
le
m

A
na
ly
sis

D
ev
el
op
m
en
to
f

So
lu
tio

ns

M
od
er
n
To

ol
U
sa
ge

In
di
vi
du
al
an
d

Te
am

w
or
k

Pr
oj
ec
tM

an
ag
em

en
t

an
d
Fi
na
nc
e

Et
hi
cs

Li
fe
-lo

ng
Le

ar
ni
ng

24FMCA2GT.1 2 2 1 - - - - 1

24FMCA2GT.2 2 2 1 - - - - -

24FMCA2GT.3 3 2 1 - - - - -

24FMCA2GT.4 2 2 1 - - - - -

24FMCA2GT.5 3 3 2 - - - - -



UNIT – I
BIG DATA ANALYTICS

What Is Big Data and Why Is It Important?
What is Big Data: Big Data is the next generation of data warehousing and business analytics and is
poised to deliver top line revenues cost efficiently for
enterprises. Big Data has been around for decades for firms that have been handling tons of
transactional data over the years—even dating back to the mainframe era. The reasons for this new age
are varied and complex, so let ’s reduce them to a handful that will be easy to remember.
Definition
1) Big Data as “data that becomes large enough that it can’t be processed using conventional
methods.”
2) Big data refers to datasets whose size is beyond the ability of typical database software tools to
capture, store, manage, and analyze.
3) Big data refers to massive amounts of data produced by different sources like social media
platforms, web logs, sensors, IoT devices and many more

Big data, and its associated computing and storage needs, has had a significant impact on the data
Centre industry. The data Centre, or bit barn, is an organization’s brain. It takes in, stores, analyses, and
disseminates all the data the organization needs. As the amount of data generated has exploded in
recent years, so data centers have been forced to evolve and grow.

History of big data: before 1980, companies used mainframe computers to store and analyze data.
Two key technologies were critical to the first formations of data centers as we think of them today.
Both occurred in the early 1980s; the first was the advent of personal computers (PCs), which
proliferated as Microsoft’s Windows operating software became the global standard. The second was
the development of the network system protocol by Sun Microsystems, which enabled PC users to
access network files. Thereafter, microcomputers begin to fill out mainframe rooms as servers, and the
rooms become known as data centers.

A number of critical milestones since then changed the evolution of the industry, including the
emergence of virtualization software and the shift towards cloud computing. These and other major
milestones in the journey of the big data theme are set out in the timeline below.

1943 – The UK developed the first data-processing machine to decipher Nazi codes.

1945 – ENIAC, the first electronic general purpose computer, was completed.

1954 – The first fully transistorized computer used all transistors and diodes and no vacuum tubes. 1964

– The IBM System/360 family of mainframe computer systems was launched.

1971 – Intel’s 4004 became the first general purpose programmable processor.

1973 – Xerox unveiled the first desktop system to include a graphical user interface and internal
memory storage.

1977 – ARCnet introduced the first LAN at Chase Manhattan Bank, connecting 255 computers.



1981 – The PC era began.

1983 – IBM released its first commercially available relational database, DB2.

1989 – Implementation of the Python programming language began.

1998 – Carlo Strozzi developed NoSQL, an open-source relational database.

1999 – VMware began selling VMwareWorkstation, allowing users to set up virtual machines.

2002 – Amazon Web Services (AWS) launched as a free service.

2006 – AWS started offering web-based computing infrastructure services, now known as cloud
computing.

2007 – Apple launched the first iPhone, creating the mobile internet as we know it today. 2010

– The first solutions for 100 Gigabit Ethernet were introduced.

2011 – Facebook launched the Open Compute Project to share specifications for energy efficient data centers.

2013 – Docker introduced open-source OS container software.

2015 – Google and Microsoft lead massive build outs of data centers.

2017 – Huawei and Tencent joined Alibaba in major data centre build-outs in China.

2018 – Leading data center operators started the migration to 400G data speeds.

2018 – Silicon photonics technology started to positively impact data center networking architectures.

2020 – Edge computing will revise the role of the cloud in key sectors of the economy.

2021 – Data center speeds expected to exceed 1,000G. 2025
– Data centers will be increasingly on-device.

why is it important?
Big Data initiatives were rated as “extremely important” to 93% of companies. Leveraging a Big Data
analytics solution helps organizations to unlock the strategic values and take full advantage of their
assets.

Here ’s our standard answer in three parts:

1. Computing perfect storm. Big Data analytics are the natural result of four major global trends:
Moore ’s Law (which basically says that technology always gets cheaper), mobile computing (that
smart phone or mobile tablet in your hand), social networking (Facebook, Foursquare, Pinterest, etc.),
and cloud computing (you don ’t even have to own hardware or software anymore; you can rent or
lease someone else ’s).



2. Data perfect storm. Volumes of transactional data have been around for decades for most big firms,
but the flood gates have now opened with more volume, and the velocity and variety—the three Vs—of
data that has arrived in unprecedented ways. This perfect storm of the three Vs makes it extremely
complex and cumbersome with the current data management and analytics technology and practices.
3. Convergence perfect storm. Another perfect storm is happening, too. Traditional data
management and analytics software and hardware technologies, open-source technology, and
commodity hardware are merging to create new alternatives for IT and business executives to address
Big Data analytics.

How It helps organizations:

To understand Where, When and Why their customers buy

• Protect the company’s client base with improved loyalty programs
• Seizing cross-selling and upselling opportunities
• Provide targeted promotional information
• OptimizeWorkforce planning and operations
• Improve inefficiencies in the company’s supply chain
• Predict market trends
• Predict future needs
• Make companies more innovative and competitive
• It helps companies to discover new sources of revenue

Companies are using Big Data to know what their customers want, who are their best customers, why
people choose different products. The more a company knows about its customers, the more
competitive it becomes.

We can use it with Machine Learning for creating market strategies based on predictions about
customers. Leveraging big data makes companies customer-centric.

Companies can use Historical and real-time data to assess evolving consumers’ preferences. This
consequently enables businesses to improve and update their marketing strategies which make
companies more responsive to customer needs.

Let us now explore the reason why Big data is important?

Importance of Big data

Big Data importance doesn’t revolve around the amount of data a company has. Its importance lies in
the fact that how the company utilizes the gathered data.

Every company uses its collected data in its own way. More effectively the company uses its data,
more rapidly it grows.

The companies in the present market need to collect it and analyze it because:
1.Cost Savings

Big Data tools like Apache Hadoop, Spark, etc. bring cost-saving benefits to businesses when they
have to store large amounts of data. These tools help organizations in identifying more effective ways
of doing business.



2. Time-Saving

Real-time in-memory analytics helps companies to collect data from various sources. Tools like
Hadoop help them to analyze data immediately thus helping in making quick decisions based on the
learnings.

3. Understand the market conditions

Big Data analysis helps businesses to get a better understanding of market situations.

For example, analysis of customer purchasing behavior helps companies to identify the products sold
most and thus produces those products accordingly. This helps companies to get ahead of their
competitors.

4. Social Media Listening

Companies can perform sentiment analysis using Big Data tools. These enable them to get feedback
about their company, that is, who is saying what about the company.

Companies can use Big data tools to improve their online presence.

5. Boost Customer Acquisition and Retention
Customers are a vital asset on which any business depends on. No single business can achieve its
success without building a robust customer base. But even with a solid customer base, the companies
can’t ignore the competition in the market.

If we don’t know what our customers want then it will degrade companies’ success. It will result in the
loss of clientele which creates an adverse effect on business growth.

Big data analytics helps businesses to identify customer related trends and patterns. Customer behavior
analysis leads to a profitable business.

6. Solve Advertisers Problem and Offer Marketing Insights

Big data analytics shapes all business operations. It enables companies to fulfill customer expectations.
Big data analytics helps in changing the company’s product line. It ensures powerful marketing
campaigns.

7. The driver of Innovations and Product Development

Big data makes companies capable to innovate and redevelop their products.

Real-Time Benefits of Big Data
Big Data analytics has expanded its roots in all the fields. This results in the use of Big Data in a wide
range of industries including Finance and Banking, Healthcare, Education, Government, Retail,
Manufacturing, and many more.



There are many companies like Amazon, Netflix, Spotify, LinkedIn, Swiggy,etc which use big data
analytics. Banking sectors make the maximum use of Big Data Analytics. Education sector is also
using data analytics to enhance students’ performance as well as making teaching easier for instructors.

Big Data analytics help retailers from traditional to e-commerce to understand customer behaviour and
recommend products as per customer interest. This helps them in developing new and improved
products which help the firm enormously.

why Big Data different from “regular” data?

Big data refers to datasets whose size is beyond the ability of typical database software tools to capture,
store, manage, and analyze. This definition is intentionally subjective. We assume that, as
technology advances over time, the size of datasets that qualify as big data will also increase. Also note
that the definition can vary by sector, depending on what kinds of software tools are commonly
available and what sizes of datasets are common in a particular industry. With those caveats, big data in
many sectors today will range from a few dozen terabytes to multiple petabytes (thousands of
terabytes).

Big Data isn’t just a description of raw volume. “The real issue is usability,” according to industry
renowned blogger David Smith. From his perspective, big datasets aren’t even the problem. The real
challenge is identifying or developing most cost-effective and reliable methods for extracting value
from all the terabytes and petabytes of data now available. That’s where Big Data analytics become
necessary.

Comparing traditional analytics to Big Data analytics is like comparing a horse-drawn cart to a
tractor–trailer rig. The differences in speed, scale, and complexity are tremendous.

A Convergence of Key Trends

Companies have always kept large amounts of information. But until recently, they stored most of that
information on tape. While it’s true that the amount of data in the world keeps growing, the real change
has been in the ways that we access that data and use it to create value.
Today, you have technologies like Hadoop, for example, that make it functionally practical to access a
tremendous amount of data, and then extract value from it. The availability of lower-cost hardware
makes it easier and more feasible to retrieve and process information, quickly and at lower costs than
ever before.

So it’s the convergence of several trends—more data and less expensive, faster hardware—that’s
driving this transformation. Today, we’ve got raw speed at an affordable price. That cost/benefit has
really been a game changer for us.
That’s first and foremost—raw horsepower. Next is the ability to do that real-time analysis on very
complex sets of data and models, so it ’s not just let me look at my financials or let me look at
marketing information. And finally, we now have the ability to find solutions for very complex
problems in real time.



Four V’s of big Data:
There are “four V’s” that characterize this data: Volume, Velocity, Variety, and Veracity. Some
analysts have added other V’s to this list.

1. Volume
Most organizations were already struggling with the increasing size of their databases as the Big Data
tsunami hit the data stores. According to Fortune magazine, we created 5 exabytes of digital data in
recorded time until 2003. In 2011, the same amount of data was created in two days. By 2013, that time
period is expected to shrink to just 10 minutes.
A decade ago, organizations typically counted their data storage for analytics infrastructure in
terabytes. They have now graduated to applications requiring storage in petabytes. This data is
straining the analytics infrastructure in a number of industries. For a communications service provider
(CSP) with 100 million customers, the daily location data could amount to about 50 terabytes, which,
if stored for 100 days, would occupy about 5 petabytes. In my discussions with one cable company, I
learned that they discard most of their network data at the end of the day because they lack the capacity
to store it. However, regulators have asked most CSPs and cable operators to store call detail records
and associated usage data. For a 100-million-subscriber CSP, the CDRs could easily exceed 5 billion
records a day. As of 2010, AT&T had 193 trillion CDRs in its database.

2. Velocity
There are two aspects to velocity, one representing the throughput of data and the other representing
latency. Let us start with throughput, which represents the data moving in the pipes. The amount of
global mobile data is growing at a 78 percent compounded growth rate and is expected to reach 10.8
hexa bytes per month in 2016 as consumers share more pictures and videos. To analyze this data, the
corporate analytics infrastructure is seeking bigger pipes and massively parallel processing.

Latency is the other measure of velocity. Analytics used to be a “store and report” environment where
reporting typically contained data as of yesterday—popularly represented as “D-1.” Now, the analytics
is increasingly being embedded in business processes using data-in-motion with reduced latency. For
example, Turn (www.turn.com) is conducting its analytics in 10 milliseconds to place advertisements
in online advertising platforms.

3. Variety
In the 1990s, as Data Warehouse technology was rapidly introduced, the initial push was to create
meta-models to represent all the data in one standard format. The data was compiled from a variety of
sources and transformed using ETL (Extract, Transform, Load) or ELT (Extract the data and load it in
the warehouse, then Transform it inside the warehouse). The basic premise was narrow variety and
structured content. Big Data has significantly expanded our horizons, enabled by new data integration
and analytics technologies. A number of call center analytics solutions are seeking analysis of call
center conversations and their correlation with emails, trouble tickets, and social media blogs. The
source data includes unstructured text, sound, and video in addition to structured data. A number of
applications are gathering data from emails, documents, or blogs. For example, Slice( www.slice.com)
provides order analytics for online orders . Its raw data comes from parsing emails and looking for
information from a variety of organizations—airline tickets, online bookstore purchases, music
download receipts, city parking tickets, or anything you can purchase and pay for that hits your email.
How do we normalize this information into a product catalog and analyze purchases?

Another example of enabling technology is IBM’s Info Sphere Streams platform, which has dealt with

http://www.turn.com/
http://www.slice.com/


a variety of sources for real-time analytics and decision making, including medical instruments for
neonatal analysis, seismic data, CDRs, network events, RFID tags, traffic patterns, weather data,
mainframe logs, voice in many languages, and video.

4. Veracity
Unlike carefully governed internal data, most Big Data comes from sources outside our control and
therefore suffers from significant correctness or accuracy problems. Veracity represents both the
credibility of the data source as well as the suitability of the data for the target audience.
Let us start with source credibility. If an organization were to collect product information from third
parties and offer it to their contact center employees to support customer queries, the data would have
to be screened for source accuracy and credibility. Otherwise, the contact centers could end up
recommending competitive offers that might marginalize offerings and reduce revenue opportunities. A
lot of social media responses to campaigns could be coming from a small number of disgruntled past
employees or persons employed by competition to post negative comments. For example, we assume
that “like” on a product signifies satisfied customers. What if the “like” was placed by a third party?
We must also think about audience suitability and how much truth can be shared with a specific
audience. The veracity of data created within an organization can be assumed to be at least well
intentioned. However, some of the internal data may not be available for wider communication. For
example, if customer service has provided inputs to engineering on product shortcomings as seen at the
customer touch points, this data should be shared selectively, on a need-to-know basis. Other data may
be shared only with customers who have valid contracts or other prerequisites.

5. Value
While this article is about the 4 Vs of data, there is actually an important fifth element we must
consider when it comes to big data. This is the need to turn our data into value. In fact, organizations
that have not created a data strategy to yield insights and to drive data-driven decision-making are
going to fall behind competitors. Big data that’s analyzed effectively can provide important
understanding of customers and their behaviors and desires, how to optimize business processes and
operations and to improve a nearly endless amount of applications. Whether you use data to create a
new product or service or to understand a way to cut costs, it is incredibly important that big data
creates value. This value is why organizations of every size must have a data strategy in place in order
to ensure the data needed to achieve the business objectives they adopted are being collected and
analyzed.

Big Data Characteristics

Big Data contains a large amount of data that is not being processed by traditional data storage or the
processing unit. It is used by many multinational companies to process the data and business of many
organizations. The data flow would exceed 150 exabytes per day before replication.

There are five v's of Big Data that explains the characteristics. 5

V's of Big Data
• Volume
• Veracity
• Variety
• Value
• Velocity



Volume

The name Big Data itself is related to an enormous size. Big Data is a vast 'volumes' of data generated
from many sources daily, such as business processes, machines, social media platforms, networks,
human interactions, and many more.

Facebook can generate approximately a billion messages, 4.5 billion times that the "Like" button is
recorded, and more than 350 million new posts are uploaded each day. Big data technologies can
handle large amounts of data.



Variety

Big Data can be structured, unstructured, and semi-structured that are being collected from
different sources. Data will only be collected from databases and sheets in the past, But these days
the data will comes in array forms, that are PDFs, Emails, audios, SM posts, photos, videos, etc.

The data is categorized as below:

a. Structured data: In Structured schema, along with all the required columns. It is in a tabular

form. Structured Data is stored in the relational database management system.

b. Semi-structured: In Semi-structured, the schema is not appropriately defined, e.g., JSON,

XML, CSV, TSV, and email. OLTP (Online Transaction Processing) systems are built to work

with semi-structured data. It is stored in relations, i.e., tables.

c. Unstructured Data: All the unstructured files, log files, audio files, and image files

are included in the unstructured data. Some organizations have much data available, but they did not

know how to derive the value of data since the data is raw.

d. Quasi-structured Data: The data format contains textual data with inconsistent data formats that

are formatted with effort and time with some tools.

Example: Web server logs, i.e., the log file is created and maintained by some server that contains a
list of activities.



Veracity

Veracity means how much the data is reliable. It has many ways to filter or translate the data. Veracity
is the process of being able to handle and manage data efficiently. Big Data is also essential in business
development.

For example, Facebook posts with hashtags.

Value

Value is an essential characteristic of big data. It is not the data that we process or store. It is
valuable and reliable data that we store, process, and also analyze.

Velocity

Velocity plays an important role compared to others. Velocity creates the speed by which the data is
created in real-time. It contains the linking of incoming data sets speeds, rate of change, and activity
bursts. The primary aspect of Big Data is to provide demanding data rapidly.

Big data velocity deals with the speed at the data flows from sources like application logs, business
processes, networks, and social media sites, sensors, mobile devices, etc.



Drivers for Big Data

There are three contributing factors: consumers, automation, and monetization. More than each of these
contributing factors, their interaction is speeding the creation of Big Data. With increasing automation,
it is easier to offer Big Data creation and consumption opportunities to the consumers and the
monetization process is increasingly providing an efficient marketplace for Big Data.
1. Sophisticated Consumers
The increase in information level and the associated tools has created a new breed of sophisticated
consumers. These consumers are far more analytic, far savvier at using statistics, and far more
connected, using social media to rapidly collect and collate opinion from others. We live in a world full
of marketing messages. While most of the marketing is still broadcast using newspaper, magazine,
network TV, radio, and display advertising, even in the conventional media, narrow casting is
gradually becoming more prominent. This is seen in local advertisement insertions in magazines,
insertion of narrow cast commercials using set-top boxes, and use of commuter information to change
street display ads. The Internet world can become highly personalized. Search engines, social network
sites, and electronic yellow pages insert advertisements specific to an individual or to a micro-segment.
Internet cookies are increasingly used to track user behavior and to tailor content based on this
behavior.

Email and text messages rapidly led toward increased interpersonal interactions. Communication
started not only with marketers but also with third parties and friends. Communication expanded to
bulletin boards, group chats, and social media, allowing us to converse about our purchase intentions,
fears, expectations, and disappointments with small and large social groups. Unlike email and text, the
conversations are on the Web for others to read, either now or later.

So far, we have been dealing only with single forms of communication. The next sets of sources
combine information from more than one media. For example, Facebook conversations involve a
number of media, including text, sound clips, photos, and video. Second world and alternate reality are
becoming interesting avenues for trying out product ideas in a simulated world where product usage
can be experimented with.

We often need experts to help us sort out product features and how they relate to our product usage. A
large variety of experts are available today to help us with usage, quality, pricing, and value-related
information about products. A number of marketers are encouraging advisor or ambassador programs
using social media sites. These selected customers get a preview of new products and actively
participate in evaluating and promoting new products. At the end of the day, people we know and trust
sway our decisions. This is the biggest contribution of social networks. They have brought consumers
together such that sharing customer experiences is now far more frequent than ever before.
How would a consumer deal with a poor service quality experience? Figure2.1 shows typical behaviors
in mature and emerging markets as studied by an IBM Global Telecom Consumer Survey conducted
with a sample size of 10,177. In this survey, 78 percent of the consumers surveyed in the mature
markets said they avoid providers with whom friends or family had bad experience. The percentage
was even higher (87 percent) in growth markets.



In response to a related question, survey participants said that they inform friends and family about
poor experience (73 percent in mature markets and 85 percent in growth markets). These numbers
together show a strong influence of social network on purchase behavior. These are highly significant
percentages and are now increasingly augmented by social media sites (e.g., the “Like” button placed
on Facebook). The same survey also found that the three most preferred sources for recommendation
information are Internet, recommendations from family/friends, and social media.

In any group, there are leaders. These are the people who lead a change from one brand to another.
Leaders typically have a set of followers. Once a leader switches a brand, it increases the likelihood for
the social group members to churn as well. Who are these leaders? Can we identify them? How can we
direct our marketing to these leaders?

In any communication, the leaders are always the center of the hub (see Figure 2.2). They are often
connected to a larger number of “followers,” some of whom could also be leaders. In the figure, the
leaders have a lot more communication arrows either originating or terminating to them compared with
others.

How do we identify the leaders? IBM Research conducted a series of experiments with CSPs.8
Call detail records, which carry information about

Figure 2.2: Leaders in a communications network



person A calling person B, were analyzed. By synthesizing call information and abstracting
communications networks, we discovered webs of communications across individuals. We also used
the customer churn information to correlate churn among leaders to subsequent churn among followers.
Here are some of the highlights from one of the experiments I helped conduct:
• Leaders were 1.2 times more likely to churn compared with non-leaders.
• There were two types of leaders: disseminating leaders who were connected to their group through
outgoing calls, and authority leaders who were connected through a larger proportion of incoming calls.
• When a disseminating leader churned, additional churns were 28.5 times more likely. When an
authority leader churned, additional churns were 19.9 times more likely.
• Typically, there was a very limited time between leaders’ churn and the followers’ churn. Social
groups can be inferred from any type of communication—emails, SMS texts, calls, Facebook
friendships, and so on. It is interesting to see strong statistics associated with leaders’ influence on the
group.

There are many ways to utilize social networks to influence purchase and reuse:
• Studying consumer experience—A fair amount of this data is unstructured. By analyzing the text for
sentiments, intensity, readership, related blogs, referrals, and other information, we can organize the
data into positive and negative influences and their impact on the customer base.
• Organizing customer experience—We can provide reviews to a prospective buyer, so they can
gauge how others evaluated the product.
• Influencing social networks—We can provide marketing material, product changes, company
directions, and celebrity endorsements to social networks, so that social media may influence and
enhance the buzz.
• Feedback to products, operations, or marketing—By using information generated by social
media, we can rapidly make changes in the product mix and marketing to improve the offering to
customers. Society has always played a major role in our evaluation process. However, the Internet
and social networking have radically altered our access to information. I may choose to “like” a
product on Facebook, and my network now has instant access to this action. If I consider a restaurant
worth its money, Yelp can help me broadcast that fact worldwide. If I hate the new cell phone service
from a CSP, I can blog to complain about it to everyone.

2. Automation

Interactive Voice Response (IVR), kiosks, mobile devices, email, chat, corporate Websites, third-party
applications, and social networks have generated a fair amount of event information about the
customers. In addition, customer interactions via traditional media such as call centers can now be
analyzed and organized. The biggest change is in our ability to modify the customer experience using
software policies, procedures, and personalization, making self-service increasingly customer friendly.
Sales and marketing have received their biggest boost in instrumentation from Internet-driven
automation over the past 10 years. Browsing, shopping, ordering, and customer service on the Web not
only has provided tremendous control to users but also has created an enormous flood of information to
the marketing, product, and sales organization in understanding buyer behavior. Each sequence of Web
clicks can be collected, collated, and analyzed for customer delight, puzzlement, dysphoria, or outright
defection. More information can also be obtained about sequence leading up to a decision.



Self-service has crept in through a variety of means: IVRs, kiosks, handheld devices, and many others.
Each of these electronic means of communication acts like a gigantic pool of time-and-motion studies.
We have data available on how many steps customers took, how many products they compared, and
what attributes they focused on, such as price, features, brand comparisons, recommendations, defects,
and so on. Suppliers have gained enormous amounts of data from self-service and electronic sensors
connected to products. If I use a two-way set-top box to watch television, the supplier has instant
access to my channel-surfing behavior. Did I change the channel when an advertisement started? Did I
turn the volume up or down when the jingle started to play? If I use the Internet to shop for a product,
my click stream can be analyzed and used to study shopping behavior. How many products did I look
at? Did I view the product description or the price when looking at the product? This enriched set of
data allows us to analyze customer experience in the minutest detail.

What are the sources of data from such self-service interactions?
• Product—As products become increasingly electronic, they provide a lot of valuable data to the
supplier regarding product use and product quality. In many cases, suppliers can also collect
information about the context in which a product was used. Products can also supply information
related to frequency of use, interruptions, usage skipping, and other related aspects.
• Electronic touch points—A fair amount of data can be collected from the touch points used for
product shopping, purchase, use, or payment. IVR tree traversals can be logged, Web click streams can
be collected, and so on.
• Components—Sometimes, components may provide additional information. This information could
include data about component failures, use, or lack thereof. For example, a wireless CSP can collect
data from networks, cell towers, third parties, and handheld devices to understand how all the
components together provided a good or bad service to the customer.

3. Monetization

From a Big Data Analytics perspective, a “data bazaar” is the biggest enabler to create an external
marketplace, where we collect, exchange, and sell customer information. We are seeing a new trend in
the marketplace, in which customer experience from one industry is anonymized, packaged, and sold to
other industries. Fortunately for us, Internet advertising came to our rescue in providing an incentive to
customers through free services and across-the-board opt-ins. Internet advertising is a remarkably
complex field.

Big Data Analytics is creating a new market, where customer data from one industry can be collected,
categorized, anonymized, and repackaged for sale to others:
• Location—As we discussed earlier, location is increasingly available to suppliers. Assuming a
product is consumed in conjunction with a mobile device, the location of the consumer becomes an
important piece of information that may be available to the supplier.
• Cookies—Web browsers carry enormous information using web cookies. Some of this may be
directly associated with touch points.
• Usage data—A number of data providers have started to collect, synthesize, categorize, and package
information for reuse. This includes credit-rating agencies that rate consumers, social networks with
blogs published or “Like” clicked, and cable companies with audience information. Some of this data
may be available only in summary form or anonymized for the protection of customer privacy.



BUILDING A BIG DATA TEAM
Bringing people together to build a team can be an arduouss process that involves multiple meetings, perhaps
recruitment, and, of course, personnel management. Several specialized skills are required IN BIG DATA, and
that is what defines the team. Determining those skills is one of the first steps inputting a team together.

THE DATA SCIENTIST
One of the first concepts to become acquainted with is the data scientist;
A data scientist is normally associated with an employee or a business intelligence (BI) consultant who excels at
analyzing data, particularly large amounts of data, to help a business gain a competitive edge. The data scientist
is usually the defac to team leader during a Big Data analytics project.
A data scientist must possess a combination of analytic, machine learning, data mining, and statistical skills as
well as experience with algorithms and coding. However, the most critical skill a data scientist should possess is
the ability to translate the significance of data in a way that can be easily understood by others.

THE TEAM CHALLENGE
Finding and hiring talented workers with analytics skills is the first step in creating an effective data analytics
team. Organizing that team is the next step; the relationship between IT and BI groups must be incorporated into
the team design, leading to a determination of how much autonomy to give to Big Data analytics professionals.
Enterprises with highly organized and centralized corporate structures will lean toward placing an analytics team
under an IT department or a business intelligence competency center. However, many experts have found that
successful Big Data analytics projects seem to work better using a less centralized approach, giving team
members the freedom to interpret results and define new ways of looking at data.
For maximum effectiveness, Big Data analytics teams can be organized by business function or placed directly
within a specific business unit.
It all depends on scale. A small business may have different ana- lytical needs than a large business does, and
that obviously affects the relationship with the data analysis professionals and the departments they work with.

DIFFERENT TEAMS, DIFFERENT GOALS
A case in point would be an engineering firm that is examining large volumes of unstructured data for a
technical analysis. The firm itself may be quite small, but the data set may be quite large. For example, if an
engineering firm was designing a bridge, the components of Big Data analytics could involve everything from
census data to traffic patterns to weather factors, which could be used to uncover load and traffic trends that
would affect the design of the bridge. If other elements are added, such as market data (materials costs and
anticipated financial growth for the area), the definition of a data scientist may change. That individual may need
an engineering background and a keen understanding of economics and may work only with the primary
engineers on the project and not with any other company departments.
As analytics needs and organizational size increase, roles may change, as well as the processes and the
relationships involved. Larger organizations tend to have the resources and budgets to better leverage their data.

DON’T FORGET THE DATA
There are three primary capabilities needed in a data analytics team: (1) locating the data, (2) normalizing the
data, and (3) analyzing the data. For the first capability, locating the data, an individual has to be able to find
relevant data from internal and external sources and work with the IT department’s data governance team to
secure access to the data. That individual may also need to work with external businesses, government agencies,
and research firms to gain access to large data sets, as well as understand the difference between structured and
unstructured data.
For the second capability, normalizing the data, an individual has to prepare the raw data before they are
analyzed to remove any spurious data. This process requires technical skills as well as analytics



skills. The individual may also need to know how to combine the data sets, load those data sets on the storage
platform, and build a matrix of fields to normalize the contents.
The third capability, analyzing the data, is perhaps the team’s most important chore. For most organizations, the
analytic process is con- ducted by the data scientist, who accesses the data, designs algorithms, gathers the
results, and then presents the information.

CHALLENGES REMAIN
Locating the right talent to analyze data is the biggest hurdle in building a team. Such talent is in high demand,
and the need for data analysts and data scientists continues to grow at an almost exponential rate.
Finding this talent means that organizations will have to focus on data science and hire statistical modelers and
text data–mining professionals as well as people who specialize in sentiment analysis.
Success with Big Data analytics requires solid data models, statistical predictive models, and test analytic
models, since these will be the core applications needed to do Big Data.
Locating the appropriate talent takes more than just a typical IT job placement; the skills required for a good
return on investment are not simple and are not solely technology oriented.
But organizations should not hire just anyone who shows a spark of interest in or a basic understanding of data
analytics. It is important to develop a litmus test of sorts to determine if an individual has the appropriate skills
to succeed in what may be a new career. The candidates should possess a foundation of five critical skills to
immediately bring value to a Big Data team:
Data mining
Data visualization
Data analysis
Datamanipulation
Data discovery
These define what a data scientist should be able to accomplish.

TEAMS VERSUS CULTURE
finding and hiring talented workers with analytics skills is the first step in establishing an advanced data
analytics team. If that is indeed the case, then the second step would be determining how to structure the team in
relation to existing IT and BI groups, as well as determining how much autonomy to give the analytics
professionals. That process may require building a new culture of technology professionals who also have
significant business skills. Developing that culture depends on many factors, such as making sure that the teams
are educated in the ways of the business culture in place and emphasizing measurements and results.

GAUGING SUCCESS
Success has to be measured, and measuring a team’s contribution to the bottom line can be a difficult process.
That is why it is important to build objectives, measurements, & milestones that demonstrate the benefits of a
team focused on Big Data analytics. Developing performance measurements is an important part of designing a
business plan. With Big Data, those metrics can be assigned to the specific goal in mind.
For example, if an organization is looking to bring efficiency to a warehouse, a performance metric may be
measuring the amount of empty shelf space and what the cost of that empty shelf space means to the company.

SOURCES OF BIG DATA

A Wider Variety of Data

The variety of data sources continues to increase. Traditionally, internally focused operational systems, such as
ERP (enterprise resource planning) and CRM applications, were the major source of data used in analytic
processing. However, in order to increase knowledge and awareness, the complexity of data sources that feed
into the analytics processes is rapidly growing to include a wider variety of data sources such as:
■ Internet data (i.e., clickstream, social media, social networking links)
■ Primary research (i.e., surveys, experiments, observations)



Implicit structure: In many cases the structure is implicit.
Interpreting relationships and correlations is very difficult
Flat files: Semi-structured is usually stored in flat files which are difficult to index and search
Heterogeneous sources: Data comes from varied sources which is difficult to tag and search.

■ Secondary research (i.e., competitive and marketplace data, industry reports, consumer data,business data)
■ Location data (i.e., mobile device data, geospatial data)
■ Image data (i.e., video, satellite image, surveillance)
■ Supply chain data (i.e., EDI, vendor catalogs and pricing, quality information)
■ Device data (i.e., sensors, PLCs, RF devices, LIMs, telemetry)
The wide variety of data leads to complexities in ingesting the data into data storage. The variety of data also
complicates the transformation (or the changing of data into a form that can be used in analytics processing) and
analytic computation of the processing of the data.

Digital Data is classified into three types:
Structured Data:- This is the data which is in an organized form, for example in rows and columns. No of rows
called Cardinality and No of columns called Degree of a relation
Sources: Database, Spread sheets, OLTP systems.
Working with Structured data:
- Storage: Data types – both defined and user defined help with the storage of structured data
- update, delete: Updating, deleting, etc. is easy due to structured form
- Security: can be provided easily in RDBMS. - Indexing /Searching: Data can be indexed based not only on a
text string but other attributes as well. This enables streamlined search
- Scalability (horizontal/vertical): Scalability is not generally an issue with increase in data as
resources can be increased easily.
- Transaction Processing (Atomicity, Consistency, Integrity, Durability)

Fig. Sample representation of types of digital data
2. Semi-Structured Data:
This data which doesn’t conform to a data model but has some structure. Metadata for this data is available but is
not sufficient.
Sources: XML, JSON, E-mail
Characteristics: - inconsistent structure. - self describing (label/value pairs) - schema information is blended
with data values - data objectives may have different attributes not known before Challenges:
Storage cost: Storing data with their schemas increases cost

-structured data cannot be stored in existing RDBMS as data cannot be mapped into tables
directly

3. Unstructured Data:
This is the data which does not conform to a data model or is not in a form which can be used easily



by a computer program.
About 80–90% data of an organization is in this format.
Sources: memos, chat-rooms, PowerPoint presentations, images, videos, letters, researches, white papers, body of

an email, etc.
Characteristics:

Does not confirm to any data model
Can’t be stored in the form of rows and columns
Not in any particular format or sequence
Not easily usable by the program
Doesn’t follow any rule or semantics

Challenges:

Audios, videos, images, etc. acquire huge amount of storage space
Scalability: Scalability becomes an issue with increase in unstructured data
Retrieve information: Retrieving and recovering unstructured data are cumbersome
Security: Ensuring security is difficult due to varied sources of data (e.g. e-mail, web pages)
Update/delete: Updating, deleting, etc. are not easy due to the unstructured form
Indexing and Searching: Indexing becomes difficult with increase in data.
Searching is difficult for non-text data
Interpretation: Unstructured data is not easily interpreted by conventional search algorithm
Tags: As the data grows it is not possible to put tags Manually

accordingly is difficult.

to store.

m

Dealing with Unstructured data:
Data Mining: Knowledge discovery in databases, popular Mining algorithms are Association rule mining,

Regression Analysis, and Collaborative filtering
Natural Language Processing: It is related to HCI. It is about enabling computers to understand human or

natural language input.
Text Analytics: Text mining is the process of gleaning high quality and meaningful information from text. It

includes tasks such as text categorization, text clustering, sentiment analysis and concept/entity extraction.
Noisy text analytics: Process of extraction structured or semi-structured from noisy unstructured data such as

chats, blogs, wikis, emails, Spelling mistakes, abbreviations, uh, hm, non standard words.
Manual Tagging with meta data: This is about tagging manually with adequate meta data to provide the

requisite semantics to understand unstructured data.
Parts of Speech Tagging: POST is the process of reading text and tagging each word in the sentence

belonging to particular parts of speech such as noun, verb, objective.
Unstructured Information management architecture: Open source platform from IBM used for real time

content analytics.

Big Data Sources
one of the biggest challenges for most organizations is finding data sources to use as part of their
analytics processes. As the name implies, Big Data is large, but size is not the only concern. There are
several other considerations when deciding how to locate and parse Big Data sets.
The first step is to identify usable data.

Considerations should include the following:

jStructure of the data (structured, unstructured, semi structured, table based, proprietary)
jSource of the data (internal, external, private, public)

jValue of the data (generic, unique, specialized)



jQuality of the data (verified, static, streaming)

jStorage of the data (remotely accessed, shared, dedicated plat- forms, portable)
jRelationship of the data (superset, subset, correlated)

Hunting For Data
Finding data for Big Data analytics is part science, part investigative work, and part assumption. Some of the
most obvious sources for data are electronic transactions, web site logs, and sensor information. Any data the
organization gathers while doing business are included. The idea is to locate as many data sources as possible
and bring the data into an analytics platform.
Finding the internal data is the easy part of Big Data. It gets more complicated once data considered unrelated,
external, or unstructured are bought into the equation. With that in mind, the big question with Big Data now is,
“Where do I get the data from?” This is not easily answered; best way to build knowledge is to better understand
the business analytics (BA) and business intelligence (BI) processes.

Setting The Goal
Every project usually starts out with a goal and with objectives to reach that goal. Big Data analytics should be
no different. However, defining the goal is a difficult process.

For example, a retail organization. The goal for Big Data analytics may be to increase sales, a chore that
spans several business ideologies and departments, including marketing, pricing, inventory, advertising, and
customer relations. Once there is a goal in mind, the next step is to define the objectives, the exact means by
which to reach the goal.
Finally, external data must be taken into account. There is a vast wealth of external information that can be used
to calculate everything from customer sentiments to geopolitical issues. The data that make up the public portion
of the analytics process can come from government entities, research companies, social networking sites, and a
multitude of other sources.

For example, a business may decide to mine Twitter, Facebook, the
census, weather information, traffic pattern information, and news archives to build a complex source of
rich data.

Big Data Sources Growing
Multiple sources are responsible for a growth in data that is applicable to Big Data technology.

Many industries fall under the umbrella of new data creation and digitization of existing data, and most are
becoming appropriate sources for Big Data resources. Those industries include the following:
• Transportation, logistics, retail, utilities, and tele- communications. Sensor data are being generated at an
accelerating rate from fleet GPS transceivers, RFID (radio- frequency identification) tag readers, smart meters, and
cell phones (call data records); these data are used to optimize operations and drive operational BI to realize
immediate busi ness opportunities.
• Health care. The health care industry is quickly moving to electronic medical records and images, which it wants to
use for short-term public health monitoring and long-term epidemio- logical research programs.

• Government .Many government agencies are digitizing public records, such as census information, energy usage,
budgets, Freedom of Information Act documents, electoral data, and law enforcement reporting.

• Entertainment media. The entertainment industry has moved to digital recording, production, and delivery in the
past five years and is now collecting large amounts of rich content and user viewing behaviors.

• Life sciences. Low-cost genesequencing (lessthan$1,000)can generate tons of tera bytes of information that must be
analyzed to look for genetic variations and potential treatment effectiveness.

• Video surveillance. Video surveillance is still transitioning from closed-caption television to Internet protocol
television cameras and recording systems that organizations want to analyze for behavioral patterns(security and
service enhancement).



DIVING DEEPER INTO BIG DATA SOURCES

A change in resolution is further driving the expansion of Big Data. Here additional data points are gathered from
existing systems or with the installation of new sensors that deliver more pieces of information. Some examples
of increased resolution can be found in the following areas:
1.Financial transactions.
2.Smart instrumentation.

The use of smart meters in energy grid systems, which shifts meter readings from monthly to every 15 minutes,
can translate into a multi thousand fold increase in data generated. Smart meter technology extends beyond just
power usage and can measure heating, cooling, and other loads.

A Wealth Of Public Information
For those looking to sample what is available for Big Data analytics, a vast amount of data exists on the
Web; some of it is free, and some of it is available for a fee. Much of it is simply there for the taking.
If your goal is to start gathering data, it is pretty hard to beat many of the tools that are readily available on
the market .For those looking for point-and-click simplicity, Extractiv (http://www.extractiv.com) and
Mozenda (http://www.mozenda.com) offer the ability to acquire data from multiple sources and to search
the Web for information. Many more data sets are available from Amazon S3, and it is definitely
worth visiting http://aws.amazon.com/publicdatasets/ to track these down.

Getting Started With Big Data Acquisition
Barriers to Big Data adoption are generally cultural rather than technological. In particular, many
organizations fail to implement Big Data programs because they are unable to appreciate how data analytics
can improve their core business. One the most common triggers for Big Data development is a data explosion
that makes existing data sets very large and increasingly difficult to manage with conventional database
management tools.

As these data sets grow in size—typically ranging from several terabytes to multiple petabytes—businesses
face the challenge of capturing, managing, and analyzing the data in an acceptable time frame. Getting started
involves several steps, starting with training.

To get started, it proves helpful to pursue a few ideologies:
• Identify a problem that business leaders can understand and relate to and that commands their

attention.
• Do not focus exclusively on the technical data management challenge. Be sure to allocate

resources to understand the uses for the data within the business.
• Define the questions that must be answered to meet the business objective, and only then focus

on discovering the necessary data.
• Understand the tools available to merge the data and the business process so that the

result of the data analysis is more actionable.
• Build a scalable infrastructure that can handle growth of the data. Good analysis requires

enough computing power to pull in and analyze data. Many people get discouraged because
when they start the analytic process, it is slow and laborious.

• Identify technologies that you can trust. Hadoop seems to be attracting a lot of mainstream
vendor support.

http://www.extractiv.com/
http://www.mozenda.com/
http://aws.amazon.com/publicdatasets/


• Choose a technology that fits the problem. Hadoop is best for large but relatively simple data set
filtering, converting, sorting, and analysis. It is also good for sifting through large volumes of text.

• It is not really useful for ongoing persistent data management, especially if structural consistency
and transactional integrity are required.

• Be aware of changing data formats and changing data needs.

ONGOING GROWTH, NO END IN SIGHT
Data creation is occurring at a record rate. In fact, the research firm IDC’s Digital Universe Study predicts
that between 2009 and 2020, digital data will grow 44-fold, to 35 zetta bytes per year. It is also important to
recognize that much of this data explosion is the result of an explosion in devices located at the periphery of
the network, including embedded sensors, smart phones, and tablet computers.

Big Data Analytics Applications
In each case, Big Data Analytics is becoming integrated with business processes and traditional analytics to
provide major outcomes. In many cases, these use cases represent game changers essential to the survival and
growth of an organization in an increasingly competitive marketplace.

1. Social Media Command Center
A Social Media Command Center combines automated search and display of consumer feedback
expressed publicly on the social media. Often, the feedback is summarized in the form of “positive” or
“negative” sentiment. Once the feedback is obtained, the marketer can respond to specific comments by
entering into a conversation with the affected consumers, whether to respond to questions about an
outage or obtain feedback about a new product offering.

Figure shows the monitoring station with the dashboard. Big Data Analytics can be used to monitor social media
for feedback on product, price, and promotions as well as to automate the actions taken in response to the
feedback. This may require communication with a number of internal organizations, tracking a product or
service problem, and dialog with customers as the feedback results in product or service changes. When
consumers provide feedback, the dialog can only be created if the responses are provided in low latency.



The automated solutions are far better at systematically finding the information, categorizing it based on
available attributes, organizing it into a dashboard, and orchestrating a response at conversation speed.

2. Product Knowledge Hub
As consumers turn into sophisticated users of technology and the marketplace becomes specialized, the
product knowledge seldom belongs to one organization. Take the Apple iPhone as an example. The
iPhone is marketed by Apple, but its parts came from a large supply chain pool, the apps running on the
iPhone come from a large community of app developers, and the communications service is provided
by a CSP. Google’s Android is even more diverse, as Google provides the operating system while a cell
phone manufacturer makes the device. The smartphones do not work in isolation. They act as WiFi
hubs for other devices.

we have created is a knowledge hub, which can now be used
directly from a website or made available to the call centers. It
significantly reduces call-handling time in the call centers and also
increases first call resolution. By placing the information on the
web, we are now
promoting the CSP’s website as the source of knowledge, which
increases web traffic and reduces the number of people who resort
to contacting the call center. Figure 3.2 depicts the Product
Knowledge Hub.
Once we have created a single source of knowledge, this source
can be used to upsell other products, connecting usage knowledge
to product features and using the knowledge pool to discover new
product or business partnership ideas. A lot of stray, fragmented
knowledge about the products may be rapidly organized and find a
variety of other uses.

3. Infrastructure and Operations Studies

A number of industries are exploring the use of Big Data to improve their infrastructure. In many
situations, the best way to improve the infrastructure is to understand its use and how bottlenecks or
configurations impact performance. In the past, this data required extensive manual data collection
costs. Big Data provides a natural source of data with minimal data collection costs.

For example, City bus and train agencies are making their real-time transit information available to
riders. This information significantly improves the user experience and reduces the uncertainty
associated with both planned and unexpected delays. Transloc (www.transloc.com) provides this
information for riders using a variety of technologies, including smartphones, web, and SMS messages.
It also provides prediction capabilities on expected arrival time. Once the app is loaded on a
smartphone, the rider can use it to accurately estimate travel time and also review the travel route.

IBM’s Smarter Cities® initiative is using Big Data in a number of applications directed at city
infrastructure and operations. Location data from cell phones can be used to provide raw material for
detecting traffic patterns. These patterns can then be used to decide on new transportation projects, to
change controls, or to redirect traffic in case of an emergency. Another important application for Big
Data Analytics is public safety.
The New York Police Department is using Big Data for crime prevention.

http://www.transloc.com/


4. Product Selection, Design, and Engineering
Product automation provides an enormous opportunity to measure customer experience. We take
photos digitally and then post them on Facebook, providing an opportunity for face recognition without
requiring laborious cycles in digitization. We listen to songs on Pandora, creating an opportunity to
measure what we like or dislike or how often we skip a song after listening to the part of it that we like
the most.
Products can be test marketed and changed based on feedback. They can also be customized and
personalized for every consumer or micro-segment based on their needs. Analytics plays a major role in
customizing, personalizing, and changing products based on customer feedback. Product engineering
combines a set of independent components into a product in response to a customer need. Component
quality impacts overall product performance.
To conduct this analysis and predictive modeling, we need a good understanding of the components
used and how they participate in the customer experience. Once a good amount of data is collected, the
model can be used to isolate badly performing components by isolating the observations from
customer experience and tracing them to the poorly performing component. Complex products, such as
automobiles, telecommunications networks, and engineering goods, benefit from this type of analytics
around product engineering.

The first level of analysis is in identifying a product portfolio mix and its success with the customers.
For example, if a marketer has a large number of products, these products can be aligned to customer
segments and their usage.

We may find a number of products that were purchased and hardly used, leading their discontinuation
in six months, while other products were heavily used and sparingly discontinued.

Once we have identified less-used products, the next analysis question is whether we can isolate the
cause of customer disinterest. By analyzing usage patterns, we can differentiate between successful
products and unsuccessful ones. Were the unsuccessful ones never launched? Did many users get stuck
with the initial security screen? Maybe the identification process was too cumbersome. How many
users could use the product to perform basic functions offered by the product? What were the highest
frequency functions? The next level of analysis is to understand component failures. How many times
did the product fail to perform? Where were the failures most likely? What led to the failure? What did
the user do after the failure? Can we isolate the component, replace it, and repair the product online?

These analysis capabilities can now be combined with product changes to create a sophisticated test-
marketing framework. We can make changes to the product, try the modified product on a test market,
observe the impact, and, after repeated adjustments, offer the altered product to the marketplace.

5. Location-Based Services

A variety of industries have location information about their customers. Cell phone operators know
customer location through the location of the phones. Credit-card companies know the location of
transactions, and auto manufacturers the location of cars, while social media is trying its best to get
customers to disclose their location.
Let us take a example, A cell phone is served by a collection of cell phone towers, and its specific
location can be inferred by triangulating its distance from the nearest cell towers. In addition, most
smartphones can provide GPS location information that is more accurate (upto about 1 meter). The
location data includes longitude and latitude and, if properly stored, could take about 26 bytes of
information.



6. Micro-Segmentation and Next Best Action

Automation has provided us with tremendous opportunity to use sensors to collect data in every step of
the customer-facing processes, such as click streams in the use of a website. Sensor data gives us an
opportunity to establish behavioral patterns using analytics. The early evolution was in use of analytics
for segmentation. The original segmentations were demographic in nature and used hard consumer
data, such as geography, age, gender, and ethnic characteristics to establish market segmentations.

Early analytics systems were reporting systems that provided raw segmentation data to the marketing
team so that they could use the data to decide on marketing activities, such as campaigns. Automation
in marketing and operations gave us the opportunity to close the loop—to use analytics to collect
effectiveness data to revise and improve campaigns. We are seeing surges in campaign activity.
Marketers are interested in micro-campaigns that are designed specifically for a micro-segment or, in
some cases, for specific customers. The customer experience information gives us criteria for including
a customer in the campaign.

Let me illustrate how Big Data is changing our business processes. The shoppers may activate a mobile
app as soon as they enter the retail store. The app starts to collect GPS-level accurate location
information about the shopper and lets the shopper check in grocery items on the smartphone. At
the checkout counter, the shopper connects the smartphone to the point-of- sale (PoS) device, and the
grocery bill is automatically paid by the credit card associated with the app. As the person walks
through the grocery store and checks in grocery items using a smartphone, a campaign management
system starts downloading mobile coupons based on customer profile, past grocery purchases, and
currently active promotions.



A triple-play CSP (providing cable, broadband, and wireless services) could use its customer database to
correlate customer activities across these three screens. Many consumers are viewing media using Internet over
their desktops or tablets. We can now start to correlate media viewing, location-based microsegments, and
customer purchase intentions as known through social media to make retail offers. Figure 3.3 shows a scenario
where consumer profiles from CSP and retail segments are used for creating context- and micro-segment-based
offers to consumers. The consumer registers on the retailer’s website, giving permission to the retailer to use
profile data. The retailer uses consumer context and location to tailor a specific promotion.

7. Online Advertising
Television and radio have used advertising as their funding model for decades. As online content distribution
becomes popular, advertising has followed the content distribution with increasing volumes and acceptance in
the marketplace.
The advertiser’s main goal is to reach the most receptive online audience in the right context, who will then
engage with the displayed ad and eventually take the desired action identified by the type of campaign. Big Data
provides us with an opportunity to collect myriads of behavioral information. This information can be collated
and analyzed to build two sets of insights about the customers, both of which are very relevant to online
advertising. First, the micro-segmentation information and associated purchase history described in Section 6(6.
Micro-Segmentation and Next Best Action) allows us to establish buyer patterns for each micro-segment.
Second, we can use the context of an online interaction to drive context-specific advertising. For example, for
someone searching and shopping for a product, a number of related products can be offered in the
advertisements placed on the web page.

Demand Side Platform (DSP)s are the platforms where all the information about users, pages, ads, and campaign
constraints come together to make the best decision for advertisers. A DSP manages online advertising
campaigns for a number of advertisers through real-time auctions or bidding.

A Data Management Platform (DMP) may collect valuable statistics about the advertisement and the advertising
process. The key performance indicators (KPIs) include the number of times a user clicked the advertisement,
which provides a measure of success. If a user has received a single advertisement many times, it may cause
saturation and reduce the probability that the user will click the advertisement.
As online advertising is integrated with online purchasing, the value of placing an advertisement in the right
context may go up. If the placement of the ad results in the immediate purchase of the product, the advertiser is
very likely to offer a higher price to the publisher. DSP and DMP success depend directly on their ability to track
and match consumers based on their perceived information need and their ability to find advertising
opportunities related closely to an online sale of associated goods or services.

8. Improved Risk Management
A credit-card company can use cell phone location data to differentiate an authentic user from a fraudulent one.
As the credit card is used in a location, the credit-card transaction location can be matched with the cell phone
location for the customer to reduce risk of fraudulent transactions.



UNIT II

What is Hadoop

Hadoop is an open source framework from Apache and is used to store process and analyze
data which are very huge in volume. Hadoop is written in Java and is not OLAP (online
analytical processing). It is used for batch/offline processing.It is being used by Facebook,
Yahoo, Google, Twitter, LinkedIn and many more. Moreover it can be scaled up just by
adding nodes in the cluster.

Modules of Hadoop

1. HDFS: Hadoop Distributed File System. Google published its paper GFS and on the
basis of that HDFS was developed. It states that the files will be broken into blocks
and stored in nodes over the distributed architecture.

2. Yarn: Yet another Resource Negotiator is used for job scheduling and manage the
cluster.

3. Map Reduce: This is a framework which helps Java programs to do the parallel
computation on data using key value pair. The Map task takes input data and converts
it into a data set which can be computed in Key value pair. The output of Map task is
consumed by reduce task and then the out of reducer gives the desired result.

4. Hadoop Common: These Java libraries are used to start Hadoop and are used by
other Hadoop modules.

Features Of ‘Hadoop’
• Suitable for Big Data Analysis

As Big Data tends to be distributed and unstructured in nature, HADOOP clusters are best
suited for analysis of Big Data. Since it is processing logic (not the actual data) that flows to
the computing nodes, less network bandwidth is consumed. This concept is called as data
locality concept which helps increase the efficiency of Hadoop based applications.

• Scalability

HADOOP clusters can easily be scaled to any extent by adding additional cluster nodes and
thus allows for the growth of Big Data. Also, scaling does not require modifications to
application logic.

• Fault Tolerance

HADOOP ecosystem has a provision to replicate the input data on to other cluster nodes.
That way, in the event of a cluster node failure, data processing can still proceed by using
data stored on another cluster node.



What is the Hadoop ecosystem?

The term Hadoop is a general term that may refer to any of the following:

 The overall Hadoop ecosystem, which encompasses both the core modules and
related sub-modules.

 The core Hadoop modules, including Hadoop Distributed File System (HDFS™),
Yet Another Resource Negotiator (YARN), MapReduce, and Hadoop Common
(discussed below). These are the basic building blocks of a typical Hadoop
deployment.

 Hadoop-related sub-modules, including: Apache Hive™, Apache Impala™,
Apache Pig™, and Apache Zookeeper™, among others. These related pieces of
software can be used to customize, improve upon, or extend the functionality of core
Hadoop.

What are the core Hadoop modules?

 HDFS —Hadoop Distributed File System. HDFS is a Java-based system that allows
large data sets to be stored across nodes in a cluster in a fault-tolerant manner.

 YARN —Yet Another Resource Negotiator. YARN is used for cluster resource
management, planning tasks, and scheduling jobs that are running on Hadoop.

 MapReduce — MapReduce is both a programming model and big data processing
engine used for the parallel processing of large data sets. Originally, MapReduce was
the only execution engine available in Hadoop, but later on, Hadoop added support
for others, including Apache Tez™ and Apache Spark™.

 Hadoop Common —Hadoop Common provides a set of services across libraries and
utilities to support the other Hadoop modules.

Advantages of Hadoop

 Hadoop framework allows the user to quickly write and test distributed systems. It is
efficient, and it automatic distributes the data and work across the machines and in
turn, utilizes the underlying parallelism of the CPU cores.

 Hadoop does not rely on hardware to provide fault-tolerance and high availability
(FTHA), rather Hadoop library itself has been designed to detect and handle failures
at the application layer.

 Servers can be added or removed from the cluster dynamically and Hadoop continues
to operate without interruption.

 Another big advantage of Hadoop is that apart from being open source, it is
compatible on all the platforms since it is Java based.

What Is Data Discovery?

The purpose of data discovery is to reveal relevant data insights, communicate these insights
to business users in a way that is accessible to non-technical users, and ultimately improve
business processes. The data discovery process is accomplished with visual data discovery
tools and business intelligence tools that extract data from various sources and consolidate
the data into a single location, where users can have a “big picture” view of their data.

Data discovery is a term used to describe the process for collecting data from various sources
by detecting patterns and outliers with the help of guided advanced analytics and visual
navigation of data, thus enabling consolidation of all business information.

https://databricks.com/glossary/hadoop-ecosystem
https://impala.apache.org/
https://hive.apache.org/
https://zookeeper.apache.org/
https://pig.apache.org/
https://databricks.com/glossary/hadoop-ecosystem
https://databricks.com/spark/about
https://tez.apache.org/
https://www.omnisci.com/learn/bi-tools


Data Discovery Categories

The three main categories of visual data discovery include data preparation, data
visualization, and advanced analytics and reporting:

 Data Preparation: This preprocessing step uses statistical techniques to merge
unstructured, raw data from disparate sources, then clean, transform, and eliminate
noise from the data so that quality is consistent and formatting is usable.

 Data Visualization: The human brain instantly recognizes patterns and relationships in
visualizations. Data visualization is a critical process for analyzing big data, in which
important insights and messages would otherwise be lost, and for displaying the
results of machine learning and predictive analytics.

 Advanced Analytics and Reporting: Descriptive statistics organizes, summarizes, and
breaks down data into a simple, intelligible report that is easy to understand and helps
businesses make data-driven decisions.

Types of Data Discovery

There are two main data discovery processes: Manual and Smart:

 Manual Data Discovery: Manual data discovery is the manual management of data
by a highly technical, human data steward. Before advancements in machine learning,
data specialists would manually map and prioritize data, monitor and categorize
metadata, document rules and standards, and conceptualize all available data using
critical thinking.

 Smart Data Discovery: Smart data discovery solutions provided an
automated experience. With the advancement of machine learning, smart data
discovery software has been developed, using Artificial Intelligence to automate data
preparation, conceptualization, integration, and presentation of hidden patterns and
insights through data discovery visualizations.

Top Attributes You Should Look For In Data Discovery Tools

There are tools that currently exist in the form of business intelligence software – platforms
that have been specifically designed to improve traditional BI capabilities.

List of the main attributes that these kinds of tools should include for a successful data
discovery process:

https://www.omnisci.com/learn/data-exploration
https://www.omnisci.com/learn/data-exploration
https://www.omnisci.com/technical-glossary/predictive-analytics
https://www.datapine.com/articles/best-bi-tools-software-review-list


1) Be user-friendly

In the past, data discovery and analysis processes were left to professional analysts or IT
experts to deal with. Today, thanks to modern technologies and the democratization of data
this has changed. One of the principles of any modern data discovery tool is that it needs to
have a user-friendly interface.

2) Be quick

With the growth of data in the past years, so has grown the offer of tools available in the
market. With many businesses benefiting from these solutions, you need to make sure you
invest in technologies that will provide a competitive advantage to your business. And in a
fast-moving industry time is the key to success.

3) Easily work with massive amounts of data

Visual discovery is helping expand traditional business intelligence and improve
efficiency. If you have multiple databases from different touchpoints, you should look for a
tool that will allow data integration no matter the amount of information you want to include.

4) Have interactive visualizations

The human brain processes visuals much faster than numbers. For this reason, a quality data
discovery tool should include powerful and interactive data visualizations that will make the
process of working and analyzing the information smooth and easy to understand.

5) Have advanced chart options
Apart from interactive visualizations, a well-developed software should contain advanced
chart options to perform quality analysis and extract the maximum potential from your data.
Some of these advanced features should be:

 Being able to combine multiple chart types into one.
 Add a secondary axis to enable advanced comparison and analysis.
 Have different trend indicators like colors for positive or negative outcomes.
 Allow conditional formatting to point out unexpected values and discover hidden

trends or patterns.
 Use comparison period features to compare data from two different periods and draw

conclusions based on performance and targets.

6) Have custom fields

Custom fields are another important feature to look for in professional data discovery tools,
as they allow users to create individual calculated fields as well as combine multiple category
dimensions into a merged field with the help of different join types.

7) Be easy to share

Collaboration is a fundamental point for successful data management. Therefore sharing
capabilities is one of the attributes you should expect to find when investing in a BI
software. datapine allows you to provide different types of access to stakeholders based on
their role and the data they need to use.

https://www.datapine.com/blog/bi-skills-for-business-intelligence-career/


Open-source technology for Big Data Analytics

Open-source big data analytics refers to the use of open-source software and tools for
analyzing huge quantities of data in order to gather relevant and actionable information that
an organization can use in order to further its business goals.

Open-source big data analytics makes use of open-source software and tools in order to
execute big data analytics by either using an entire software platform or various open-source
tools for different tasks in the process of data analytics.

Hadoop is the open-source implementation of the MapReduce algorithm pioneered by
Google and Yahoo, so it is the basis of most analytics systems today. Many big data analytics
tools make use of open source, including robust database systems such as the open-source
MongoDB, a sophisticated and scalable NoSQL database very suited for big data
applications, as well as others.

Open-source big data analytics services encompass:

 Data collection system
 Control center for administering and monitoring clusters
 Machine learning and data mining library
 Application coordination service
 Compute engine
 Execution framework

Big Data Tools and Software (Open Source)
1) Hadoop:
The Apache Hadoop software library is a big data framework. It allows distributed processing
of large data sets across clusters of computers. It is one of the best big data tools designed to
scale up from single servers to thousands of machines.

Features:

 Authentication improvements when using HTTP proxy server
 Specification for Hadoop Compatible Filesystem effort
 Support for POSIX-style filesystem extended attributes
 It has big data technologies and tools that offers robust ecosystem that is well suited

to meet the analytical needs of developer
 It brings Flexibility In Data Processing
 It allows for faster data Processing

2) HPCC:
HPCC is a big data tool developed by LexisNexis Risk Solution. It delivers on a single
platform, a single architecture and a single programming language for data processing.

Features:

 It is one of the Highly efficient big data tools that accomplish big data tasks with far
less code.

 It is one of the big data processing tools which offers high redundancy and availability
 It can be used both for complex data processing on a Thor cluster
 Graphical IDE for simplifies development, testing and debugging

https://www.guru99.com/bigdata-tutorials.html
https://hpccsystems.com/


 It automatically optimizes code for parallel processing
 Provide enhance scalability and performance
 ECL code compiles into optimized C++, and it can also extend using C++ libraries

3) Hive:
Hive is an open source big data software tool. It allows programmers analyze large data sets
on Hadoop. It helps with querying and managing large datasets real fast.

Features:

 It Supports SQL like query language for interaction and Data modeling
 It compiles language with two main tasks map, and reducer
 It allows defining these tasks using Java or Python
 Hive designed for managing and querying only structured data
 Hive‟s SQL-inspired language separates the user from the complexity of Map Reduce

programming
 It offers Java Database Connectivity (JDBC) interface

4) Storm:
Storm is a free big data open source computation system. It is one of the best big data tools
which offers distributed real-time, fault-tolerant processing system. With real-time
computation capabilities.

Features:

 It is one of the best tool from big data tools list which is benchmarked as processing
one million 100 byte messages per second per node

 It has big data technologies and tools that uses parallel calculations that run across a
cluster of machines

 It will automatically restart in case a node dies. The worker will be restarted on
another node

 Storm guarantees that each unit of data will be processed at least once or exactly once
 Once deployed Storm is surely easiest tool for Bigdata analysis

5) Cassandra:
The Apache Cassandra database is widely used today to provide an effective management of
large amounts of data.

Features:

 Support for replicating across multiple data centers by providing lower latency for
users

 Data is automatically replicated to multiple nodes for fault-tolerance
 It one of the best big data tools which is most suitable for applications that can‟t

afford to lose data, even when an entire data center is down
 Cassandra offers support contracts and services are available from third parties

6) CouchDB:
CouchDB stores data in JSON documents that can be accessed web or query using
JavaScript. It offers distributed scaling with fault-tolerant storage. It allows accessing data by
defining the Couch Replication Protocol.

https://www.guru99.com/hive-tutorials.html
https://storm.apache.org/
https://www.guru99.com/cassandra-tutorial.html
https://couchdb.apache.org/


Features:

 CouchDB is a single-node database that works like any other database
 It is one of the big data processing tools that allows running a single logical database

server on any number of servers
 It makes use of the ubiquitous HTTP protocol and JSON data format
 Easy replication of a database across multiple server instances
 Easy interface for document insertion, updates, retrieval and deletion
 JSON-based document format can be translatable across different languages

7) Pentaho:
Pentaho provides big data tools to extract, prepare and blend data. It offers visualizations and
analytics that change the way to run any business. This Big data tool allows turning big data
into big insights.
Features:

 Data access and integration for effective data visualization
 It is a big data software that empowers users to architect big data at the source and

stream them for accurate analytics
 Seamlessly switch or combine data processing with in-cluster execution to get

maximum processing
 Allow checking data with easy access to analytics, including charts, visualizations,

and reporting
 Supports wide spectrum of big data sources by offering unique capabilities

8) Flink:
Apache Flink is one of the best open source data analytics tools for stream processing big
data. It is distributed, high-performing, always-available, and accurate data streaming
applications.

Features:

 Provides results that are accurate, even for out-of-order or late-arriving data
 It is stateful and fault-tolerant and can recover from failures
 It is a big data analytics software which can perform at a large scale, running on

thousands of nodes
 Has good throughput and latency characteristics
 This big data tool supports stream processing and windowing with event time

semantics
 It supports flexible windowing based on time, count, or sessions to data-driven

windows
 It supports a wide range of connectors to third-party systems for data sources and

sinks

9) Cloudera:
Cloudera is the fastest, easiest and highly secure modern big data platform. It allows anyone
to get any data across any environment within single, scalable platform.

https://www.hitachivantara.com/en-us/products/data-management-analytics.html
https://flink.apache.org/
https://www.cloudera.com/


Features:

 High-performance big data analytics software
 It offers provision for multi-cloud
 Deploy and manage Cloudera Enterprise across AWS, Microsoft Azure and Google

Cloud Platform
 Spin up and terminate clusters, and only pay for what is needed when need it
 Developing and training data models
 Reporting, exploring, and self-servicing business intelligence
 Delivering real-time insights for monitoring and detection
 Conducting accurate model scoring and serving

10) Rapidminer:
RapidMiner is one of the best open source data analytics tools. It is used for data prep,
machine learning, and model deployment. It offers a suite of products to build new data
mining processes and setup predictive analysis.
Features:

 Allow multiple data management methods
 GUI or batch processing
 Integrates with in-house databases
 Interactive, shareable dashboards
 Big Data predictive analytics
 Remote analysis processing
 Data filtering, merging, joining and aggregating
 Build, train and validate predictive models
 Store streaming data to numerous databases
 Reports and triggered notifications

11) Kaggle:
Kaggle is the world‟s largest big data community. It helps organizations and researchers to
post their data & statistics. It is the best place to analyze data seamlessly.

Features:

 The best place to discover and seamlessly analyze open data
 Search box to find open datasets
 Contribute to the open data movement and connect with other data enthusiasts

The cloud and Big Data

Big Data: This simply refers to the very large sets of data that are output by a variety of
programs. It can refer to any of a large variety of types of data, and the data sets are usually
far too large to peruse or query on a regular computer.

Cloud Computing: This refers to the processing of anything, including Big Data Analytics,
on the “cloud”. The “cloud” is just a set of high-powered servers from one of many providers.
They can often view and query large data sets much more quickly than a standard computer
could.

Essentially, “Big Data” refers to the large sets of data collected, while “Cloud

https://rapidminer.com/
https://www.kaggle.com/


Computing” refers to the mechanism that remotely takes this data in and performs any
operations specified on that data.
1. Big Data :
Big data refers to the data which is huge in size and also increasing rapidly with respect to
time. Big data includes structured data, unstructured data as well as semi-structured data.
Big data can not be stored and processed in traditional data management tools it needs
specialized big data management tools. It refers to complex and large data sets having 5
V’s volume, velocity, Veracity, Value and variety information assets. It includes data
storage, data analysis, data mining and data visualization.
Examples of the sources where big data is generated includes social media data, e-
commerce data, weather station data, IoT Sensor data etc.

Characteristics of Big Data :
 Variety of Big data – Structured, unstructured, and semi structured data
 Velocity of Big data – Speed of data generation
 Volume of Big data – Huge volumes of data that is being generated
 Value of Big data – Extracting useful information and making it valuable
 Variability of Big data – Inconsistency which can be shown by the data at times.

Advantages of Big Data :
 Cost Savings
 Better decision-making
 Better Sales insights
 Increased Productivity
 Improved customer service.

Disadvantages of Big Data :
 Incompatible tools
 Security and Privacy Concerns
 Need for cultural change
 Rapid change in technology
 Specific hardware needs.

2. Cloud Computing :
Cloud computing refers to the on demand availability of computing resources over internet.
These resources includes servers, storage, databases, software, analytics, networking and
intelligence over the Internet and all these resources can be used as per requirement of the
customer. In cloud computing customers have to pay as per use. It is very flexible and can be
resources can be scaled easily depending upon the requirement. Instead of buying any IT
resources physically, all resources can be availed depending on the requirement from the
cloud vendors.
Cloud computing has three service models i.e Infrastructure as a Service (IaaS), Platform as
a Service (PaaS) and Software as a Service (SaaS).
Examples of cloud computing vendors who provides cloud computing services are Amazon
Web Service (AWS), Microsoft Azure, Google Cloud Platform, IBM Cloud Services etc

Characteristics of Cloud Computing :
 On-Demand availability
 Accessible through a network
 Elastic Scalability
 Pay as you go model

https://www.geeksforgeeks.org/what-is-big-data/
https://www.geeksforgeeks.org/5-vs-of-big-data/
https://www.geeksforgeeks.org/5-vs-of-big-data/
https://www.geeksforgeeks.org/5-vs-of-big-data/
https://www.geeksforgeeks.org/cloud-computing/
https://www.geeksforgeeks.org/cloud-based-services/
https://www.geeksforgeeks.org/cloud-based-services/
https://www.geeksforgeeks.org/cloud-based-services/


 Multi-tenancy and resource pooling.
Advantages of Cloud Computing :

 Back-up and restore data
 Improved collaboration
 Excellent accessibility
 Low maintenance cost
 On-Demand Self-service.

Disadvantages of Cloud Computing :
 Vendor lock-in
 Limited Control
 Security Concern
 Downtime due to various reason
 Requires good Internet connectivity.

Difference between Big Data and Cloud Computing :

S.No. BIG DATA CLOUD COMPUTING

01.

Big data refers to the data which is
huge in size and also increasing
rapidly with respect to time.

Cloud computing refers to the on
demand availability of computing
resources over internet.

02.

Big data includes structured data,
unstructured data as well as semi-
structured data.

Cloud Computing Services includes
Infrastructure as a Service (IaaS),
Platform as a Service (PaaS) and
Software as a Service (SaaS).

03.

Volume of data, Velocity of data,
Variety of data, Veracity of data,
and Value of data are considered as
the 5 most important characteristics
of Big data.

On-Demand availability of IT
resources, broad network access,
resource pooling, elasticity and
measured service are considered as the
main characteristics of cloud
computing.

04.

The purpose of big data is to
organizing the large volume of data
and extracting the useful
information from it and using that
information for the improvement
of business.

The purpose of cloud computing is
to store and process data in cloud or
availing remote IT services without
physically installing any IT
resources.

05.

Distributed computing is used for
analyzing the data and extracting
the useful information.

Internet is used to get the cloud based
services from different cloud vendors.



06.

Big data management allows
centralized platform, provision for
backup and recovery and low
maintenance cost.

Cloud computing services are cost
effective, scalable and robust.

07.
Some of the challenges of big data
are variety of data, data storage and
integration, data processing and
resource management.

Some of the challenges of cloud
computing are availability,
transformation, security concern,
charging model.

08.

Big data refers to huge volume of
data, its management, and useful
information extraction.

Cloud computing refers to remote IT
resources and different internet service
models.

09. Big data is used to describe huge
volume of data and information.

Cloud computing is used to store data
and information on remote servers
and also processing the data using
remote infrastructure.

10.
Some of the sources where big data is
generated includes social media data,
e-commerce data, weather station
data, IoT Sensor data etc.

Some of the cloud computing vendors
who provides cloud computing
services are Amazon Web Service
(AWS), Microsoft Azure, Google
Cloud Platform, IBM Cloud Services
etc.

The Roles & Relationship Between Big Data & Cloud Computing

Cloud Computing providers often utilize a “software as a service” model to allow customers
to easily process data. Typically, a console that can take in specialized commands and
parameters is available, but everything can also be done from the site’s user interface. Some
products that are usually part of this package include database management systems, cloud-
based virtual machines and containers, identity management systems, machine learning
capabilities, and more.

In turn, Big Data is often generated by large, network-based systems. It can be in either a
standard or non-standard format. If the data is in a non-standard format, artificial intelligence
from the Cloud Computing provider may be used in addition to machine learning to
standardize the data.

From there, the data can be harnessed through the Cloud Computing platform and utilized in
a variety of ways. For example, it can be searched, edited, and used for future insights.

This cloud infrastructure allows for real-time processing of Big Data. It can take huge
“blasts” of data from intensive systems and interpret it in real-time. Another common
relationship between Big Data and Cloud Computing is that the power of the cloud
allows Big Data analytics to occur in a fraction of the time it used to.

Big Data and Predictive Analytics

Big Data is huge, large or voluminous data, information, or the relevant statistics



acquired by the large organizations and ventures. Many software and data storage is
created and prepared as it is difficult to compute the big
data manually. It is used to discover patterns and trends and make decisions related to
human behavior and interaction technology.

Predictive Analytics encompasses making predictions about future outcomes by
studying current and past data trends. It utilizes data modeling, data mining, machine
learning, and deep learning algorithms to extract the required information from data and
project behavioral patterns for the future. Some industry tools used for Predictive
analytics are Periscope Data, Google AI Platform, SAP Predictive Analytics, Anaconda,
Microsoft Azure, Rapid Insight Veera, and KNIME Analytics Platf



Difference between Big Data and Predictive Analytics

SR.NO Big Data Predictive Analytics

1.

Big Data is group of technologies. It is a
collection of huge data which is
multiplying continuously.

Predictive analytics is the process by which
raw data is first processed into structured data
and then patterns are identified to predict
future events.

2.

It deals with the quantity of data,
typically in the range of .5 terabytes or
more.

It deals with the application of statistical
models to existing data to forecast.

3. It‟s a best practice for enormous data.
It‟s a best practice for data for future
prediction.

4.

It has a vast backend technology imports
for Dashboards and Visualizations like
D3js and some paid ones like Spotfire a
TIBCO tool for reporting.

It has tool with built-in integrations of the
reporting tools like Microsoft BI tools. So, no
need to fetch it from source or from some
outside vendors.

5.
Its engines like Spark and Hadoop comes
with built-in Machine Learning libraries
but the incorporation with AI is still an
R&D task for the Data Engineers.

It deals with the platform based on the
probability andmathematical calculation.



6.
It has high level of advancement, its
engines have eventually upgraded
themselves throughout the development
processes and level of cross-platform
compatibility.

It has medium level of advancement, has a
limited change of algorithmic patterns as they
are giving them better score from the start
with respect to their field and domain-specific
work analysis.

7. It is used to make data driven decisions.
It is used for risk evaluation and prediction of
future outcomes.

What Does Mobile Business Intelligence (Mobile BI) Mean?

Mobile business intelligence (mobile BI) refers to the ability to provide business and data
analytics services to mobile/handheld devices and/or remote users. MBI enables users with
limited computing capacity to use and receive the same or similar features, capabilities and
processes as those found in a desktop-based business intelligence software solution.

Need for mobile BI?
1. Mobile phones' data storage capacity has grown in tandem with their use. You are

expected to make decisions and act quickly in this fast-paced environment. The number of
businesses receiving assistance in such a situation is growing by the day.

2. To expand your business or boost your business productivity, mobile BI can help, and it
works with both small and large businesses. Mobile BI can help you whether you are a
salesperson or a CEO. There is a high demand for mobile BI in order to reduce
information time and use that time for quick decision making.

3. As a result, timely decision-making can boost customer satisfaction and improve an
enterprise's reputation among its customers. It also aids in making quick decisions in the
face of emerging risks.

4. Data analytics and visualisation techniques are essential skills for any team that wants to
organise work, develop new project proposals, or wow clients with impressive
presentations.

Advantages of mobile BI

1. Simple access

Mobile BI is not restricted to a single mobile device or a certain place. You can view your
data at any time and from any location. Having real-time visibility into a firm improves
production and the daily efficiency of the business. Obtaining a company's perspective with
a single click simplifies the process.

2. Competitive advantage

Many firms are seeking better and more responsive methods to do business in order to stay
ahead of the competition. Easy access to real-time data improves company opportunities
and raises sales and capital. This also aids in making the necessary decisions as market
conditions change.

3. Simple decision-making

As previously stated, mobile BI provides access to real-time data at any time and from any
location. During its demand, Mobile BI offers the information. This assists consumers in
obtaining what they require at the time. As a result, decisions are made quickly.

https://www.analyticssteps.com/blogs/data-visualization-techniques
https://www.analyticssteps.com/blogs/what-data-analytics-and-its-types


4. Increase Productivity

By extending BI to mobile, the organization's teams can access critical company data when
they need it. Obtaining all of the corporate data with a single click frees up a significant
amount of time to focus on the smooth and efficient operation of the firm. Increased
productivity results in a smooth and quick-running firm.

Disadvantages of mobile

1. Stack of data

The primary function of a mobile BI is to store data in a systematic manner and then present
it to the user as required. As a result, Mobile BI stores all of the information and does end
up with heaps of earlier data. The corporation only needs a small portion of the previous
data, but they need to store the entire information, which ends up in the stack

2. Expensive
Mobile BI can be quite costly at times. Large corporations can continue to pay for their
expensive services, but small businesses cannot. As the cost of mobile BI is not sufficient,
we must additionally consider the rates of IT workers for the smooth operation of BI, as
well as the hardware costs involved.

3. Time consuming
Businesses prefer Mobile BI since it is a quick procedure. Companies are not patient enough
to wait for data before implementing it. In today's fast-paced environment, anything that can
produce results quickly is valuable.

4. Data breach

The biggest issue of the user when providing data to Mobile BI is data leakage. If you
handle sensitive data through Mobile BI, a single error can destroy your data as well as make
it public, which can be detrimental to your business.

5. Poor quality data

Because we work online in every aspect, we have a lot of data stored in Mobile BI, which
might be a significant problem. This means that a large portion of the data
analysed by Mobile BI is irrelevant or completely useless.



CROWDSOURCING BIG DATA
Crowdsourcing is an imaginative methodology in the time of big data as it improves
appropriated handling and huge information examination.

Enormous advantages can be harvested by blending up publicly supporting with huge information:

 Crowdsourcing big data enables associations to spare their interior assets.

 Crowdsourcing big data enables associations to profit by the human component
Content balance and assessment investigation from criticism of clients, social updates,
surveys or remarks with publicly supported workforce results in exceedingly exact,
significant and important bits of knowledge when contrasted with machines

 The appropriated idea of publicly supporting guarantees that enormous information is
handled at an unforeseen speed which would not be conceivable to accomplish in-
house.

 Associations can fabricate applications dependent on constant examination as publicly
supported workforce produce enormous information investigation at ongoing.
Endeavors don't need to be made a fuss over being unfashionably late to the huge
information party.

crowdsourcing Context:
 Crowd — An individual or groups dealing with a movement and finishing it with zero

ability to see to different people or groups
 Community — Individuals or groups dealing with a movement with some dimension of

perceivability to different people and groups
 Competition — Individuals or groups taking a shot at and finishing a movement

autonomously (just a single victor)
 Collaboration — Individuals or groups taking a shot at parts of a movement and adding to

its finish (everyone wins)

Where Can We Use Crowdsourcing?
Crowdsourcing is touching almost all sectors from education to health. It is not only
accelerating innovation but democratizing problem-solving methods. Some fields where
crowdsourcing can be used.

1. Enterprise
2. IT
3. Marketing
4. Education
5. Finance
6. Science and Health



Advantages Of Crowdsourcing
1. Evolving Innovation: Innovation is required everywhere and in this advancing world

innovation has a big role to play. Crowdsourcing helps in getting innovative ideas from
people belonging to different fields and thus helping businesses grow in every field.

2. Save costs: There is the elimination of wastage of time of meeting people and
convincing them. Only the business idea is to be proposed on the internet and you will
be flooded with suggestions from the crowd.

3. Increased Efficiency: Crowdsourcing has increased the efficiency of business models as
several expertise ideas are also funded.

Disadvantages Of Crowdsourcing
1. Lack of confidentiality: Asking for suggestions from a large group of people can bring

the threat of idea stealing by other organizations.
2. Repeated ideas: Often contestants in crowdsourcing competitions submit repeated,

plagiarized ideas which leads to time wastage as reviewing the same ideas is not
worthy.





Information Management

Information Management is an organizational program that manages the people, processes
and technology that provide control over the structure, processing, delivery and usage of
information required for management and business intelligence purposes.

Information, includes both electronic and physical information. The organizational
structure must be capable of managing this information throughout its life cycle —
regardless of source or format (data, paper documents, electronic documents, audio, video,
etc.) for delivery through multiple channels that may include mobile phones and online.

Information Management is:

 The infrastructure used to collect, manage, preserve, store and deliver
information

 The guiding principles that allow information to be available to the right people at the
right time

 The view that all information, both digital and physical, is an asset that
requires proper management

 The organizational and social contexts in which information exists The

purpose of information management is to:

 design, develop, manage, and use information with insight and innovation
 support decision making and create value for individuals, organizations,

communities, and societies
Information management challenges

Organisations are confronted with many information management problems and issues. In
many ways, the growth of electronic information (rather than information on paper) has only
worsened these issues over the last decade or two.
Common information management problems include:

 large number of disparate information management systems
 little integration or coordination between information systems
 range of legacy systems requiring upgrading or replacement
 direct competition between information management systems
 no clear strategic direction for the overall technology environment
 limited and patchy adoption of existing information systems by staff
 poor quality of information, including lack of consistency, duplication, and out-of-

date information
Exploring information management
„Information management‟ is an umbrella term that encompasses all the systems and
processes within an organisation that enable the creation and use of corporate information.
In terms of technology, information management encompasses systems such as:

 Document Management (DM)
 Records Management (RM)
 Web Content Management (CM)
 Digital Asset Management (DAM)
 Learning Management Systems (LM)
 Intranet Platforms



UNIT-III

The People Part of the Equation
The best of intentions can go awry if the goals of the analytics professionals and the end business
consumers are not aligned. This is even more critical given the highly iterative nature of analytics,
which demands that generators and consumers work closely on a continuous basis. The three major
activities that must occur to ensure success are:

1.Organizational alignment. The leaders need to defi ne business priorities and problems to be solved
and defi ne road maps that are timebound but at the same time measurable and achievable. As
intuitive as it may seem, without focus and direction, no processes or technology will make a
difference.

2. Executive endorsement and sponsorship. It is important for the leadership team to endorse fact-
based decision making and identify champions for consumption of analytics. Consumption also
requires a lot of walking the aisles, socializing the insights, and maneuvering the dynamics across
various business groups. Without conscious focus on these activities, the visually rich reports or
sophisticated statistical models will not drive any real business value.

3. Investing in analytical human capital. The organization needs to mobilize resources required for
analytics and hire the right talent and retain them. There is an increasing demand for analysts who can
learn new skills as the situation demands, be it math, business, or technology.

In today ’s business world, every single business function is questioning the need for
analytics. Yet, as it often happens in an evolving discipline, companies that are investing in
analytics often fi nd that the businesses do not consume the outputs for a variety of reasons.
As companies realize that one of the many factors that separate failure from success is their
ability to effectively use analytics to make better decisions, it becomes necessary for the key
stakeholders to ensure the right set of investments are made on the process, technology, and
people dimensions to bridge the gap between the creation and consumption of analytics. The
sooner businesses can get this done, the better their chances are of leveraging the potential
competitive advantage offered by analytics.

Rise of the Data Scientist

Every trend generates a countertrend, and the field of data analytics isn’t immune to this
phenomenon. For a number of years, the field has been steadily democratized by the
astonishingly rapid emergence of exciting new tools and technologies for crunching through
increasingly large mountains of data.

Yesterday and Today

■ Business + Math gave rise to the consulting profession. This allowed us to use heuristics
and creativity to make persuasive arguments in the boardroom.

■ Business + Technology gave rise to the IT profession. This helped us automate algorithmic
tasks, thus improving productivity and efficiency.

■Math + Technology inspired interesting software products that helped us address a wide
range of business problems and operate proactively with anticipation.

Tomorrow



■ Business + Math + Technology are coming together with the behavioral sciences. The
behavioral sciences allow us to connect the dots between interactions and develop a deeper
understanding of human behavior. Combining that deep understanding with math and
technology allows us to create the appropriate incentives to drive behaviors that align to our
business goals as illustrated in Figure 6.1 .

Sustaining such a culture of decision sciences will need a combination of necessary traits:

■ Inferential learning over experiential knowledge. Ability to apply first principles and
structured approaches to problem solving as opposed to relying excessively on past
domain expertise.

■Agility. Needed to cope with continuous transformation. Organizations will need to
design their organizations to be agile from all three perspectives: people, process, and
technology. This implies adopting agile frameworks that enable fast iterations, front-
loaded thinking, hypothesis, and visualization.

■ Scale and convergence. Synergistic ecosystem of talent, capabilities, processes,
customers, and partners that can be leveraged across verticals, domains, and geographies.

■Multi-disciplinary talent. Ability to apply Business + Math + Technology + Behavioral Sciences.

■ Innovation. Increase breadth and depth of problem solving by constantly
researching and deploying emerging techniques, technologies, and applications.

■Cost effectiveness. Ensure sustainability and institutionalization of problem
solving across organizations.

Learning over Knowing

Learning and knowing are two completely different things. Learning comes with experience
and is associated with taking risks. Knowing is more about prior knowledge (i.e., “gut
feeling”) or, perhaps, the result of being “told” that a certain fact is true without questioning
it.

Using Deep Math, Science, and Computer Science

Data scientists use their natural curiosity, math, science, computer science, and domain
knowledge skills to create models that are representations of the data and patterns. These
models are used to predict future outcomes based on patterns from past data. Data scientists
are adept at experimenting and often use simulation techniques to evaluating multiple
scenarios (i.e., “what if ” scenarios



based on a variety of potential starting or changed conditions). In addition to using
models for predicting and simulating, models can be used to optimize for particular
goal(s). The results of optimization are specific prescriptive actions to take in order to
achieve the goal(s)

The following Venn diagram that depicts his vision of the overlapping skill sets required
for data scientists (see Figure 6.2 ). In Conway ’s formulation, the major skill sets are:

1.Hacking skills

2.Math and statistical knowledge

3. Substantive expertise

Computer Science and Data Science

Below is the comparison table between Computer Science and Data Science.

The basis of comparison
between Computer Science vs
Data Science

Computer Science Data Science

Definition Study of Computers and its
Computation technologies

Study of various forms of Data
to extract some information

Usage Technological Growth and
Advancement

Managing Data

Benefits Speed and Performance Reduction in Data Redundancy
Real Time Usage Usage of advanced and

ultrafast devices like
supercomputers

Maintenance and Handling of
large volumes of customer
data

Academics Exists since frommany years Recently evolved and
developing branch of science
and technology



Industry Basic Science to become a
Computer Software
Professional

Data Scientist / Analyst are the
professions to become after
studying in this field

Applications Applies to all technical
industries and large-scale
companies

Applies to companies where
large-scale sensitive data is to
be managed

Field Covers entire technological
field which is superset of Data
Science

A subset of computer science
where the study of data is
done by using different
methods and technologies

Holistic View of Analytics

In the endeavor to become data-driven, organizations need a systematic framework to think
about the different types of analytics needed to create insights and help make better
decisions. The framework (shown in Figure 6.3 ) describes the different kinds of analytics
needed:

■Descriptive analytics. Answers the question “What happened in the business?” It is
looking at data and information to describe the current business situation in a way that
trends, patterns, and exceptions become apparent.

■ Inquisitive analytics. Answers the question “Why is something happening in the
business?” It is the study of data to validate/reject business hypotheses.

■ Predictive analytics. Answers the question “What is likely to happen in the future?”
It is data modeling to determine future possibilities.



■ Prescriptive analytics. Answers a combination of the previous questions to provide
answers to the “so what?” and the “now what?” questions, such as “What should I do to
retain my key customers?” and “How do I improve my supply chain to enhance service
levels while reducing my costs?”

This is not a linear journey; all four kinds of analytics can and should be combined in
the right mix. Organizations that focus on only one aspect of analytics will fail to generate
the right insights and recommendations.

However, the creation of insights alone is not sufficient. Going forward, companies will
compete not so much on the creation of insights, but rather on the consumption of insights.
Consumption entails communicating insights, implementing insights, measuring,
incentivizing, and developing cognitive repairs.

The communication cycle refers to the planned, ongoing use of a set of interlocking business
practices and competencies that collectively deliver superior value from analytics insights.
Enabling consumption will need an appreciation of behavioral sciences and how
organizations and human beings absorb new and often counter-intuitive insights and process
them—or automated processes—to make decisions (see Figure 6.4).

The future of analytics will not just be based on applied math, business, and technology, as it
is today. The future will witness the notion of analytics evolving to decision sciences
encompassing Math + Business + Technology + Behavioral Sciences.

Creating Talent for Decision Sciences

Creating an analytics culture of data-driven, evidence-based decision making requires new
decision science knowledge, skills, and values.

Decision Scientists: Data is the Tool to Make Decisions

Decision Scientists frame data analysis in terms of the decision making process. They are
looking at the various ways of analyzing data as it relates to a specific business question
posed by their stakeholder/s.

1. Decision science is defined as a field of study that combines data, data analysis, and other
data sources to make decisions.



2. The field of decision science has long been known as operations research or management science.
3. Using data for decision-making can be useful because it helps understand customer
behavior and make data-driven decisions.

4. Decision Sciences is an interdisciplinary field that draws on applied probability,
economics, operations research, machine learning, statistical decision theory, forecasting, and
cognitive psychology.

5. Decision sciences provide tools and analytics methods/techniques using which managers
can improve on decision making. These techniques range from sharpening statistical intuition
to quantitative decision analysis.

The following are some of the research areas in the field of decision sciences:

• Decision making under uncertainty

• Individual and group decision making

• Optimized decision making using Machine learning & AI

1. Decision scientists are rare. Professionals who can deviously combine technology,
mathematics, business and behavioural science are referred to as decision scientists. Decision
scientists have the ability to create and gain buy-in for novel ideas with the main motive to
produce a working model that can help business make effective data driven decisions. Data
scientists are professionals with expertise in math and technology but when you add in
behavioural science, business acumen and design thinking to these professionals they can be
termed as decision scientists who help in - informed decision making and improved insights.

2.Decision scientists are professionals who don’t essentially work with big data but data
scientists are dedicated to work with big data and all kinds of problems associated with the
big data domain.

3.Data scientists strive to create stories from number crunching whereas decision scientists
strive to make those stories realistic.

4. Being a decision maker plays a vital role in differentiating the two popular job rolesdata
scientist and decision scientist. A data scientist aims at creating a framework that is provided
to a machine for decision making whereas a decision scientist provides framework for
decision making to human beings.

5. A data scientist begins with the data by focusing on the previous data trends to make the
best decision whereas a decision scientists begins from values by focussing on what customers
want in the future to make the best decision.

6. The job role of a data scientist is at one side of the equation - linking the predominant
analytics talent shortage and a decision scientist is at the core of analytics that help
organizations make informed decisions. Decision scientist completes the equation of
analytics successfully.

Data Scientist + Decision Scientist=Perfect Analytics Equation



Setting Up the Right Organizational Structure for Institutionalizing Analytics

The power of analytics can be fully leveraged only if there is collaboration among teams
around generation and consumption of insights across the organization.

In typical large organizations, there is fear around collaboration and overreliance on
proprietary information.

Overcoming these issues and setting up an organizational structure that takes into account the
DNA of the organization, the culture, and overall goals is important. The following are
structures that we have seen across many organizations. Each of them has their own pros and
cons and the C-suite needs to carefully look into their organizational structure and select one
that is appropriate for them (see Figure 6.6 ):

1.Centralized analytics. A single team that owns the data and services all the analytical
needs across all the business functions. While this carries the promise of an integrated data
infrastructure and the economies of scale, a centralized model will not be able to provide the
agility and flexibility that is required to keep analytics relevant within the business.

2. Decentralized analytics. Each business function owns its own data infrastructure and
analytics team. While this ensures the agility and flexibility, this model runs the risk of
creating different functions within an organization that choose to adopt their respective sets
of tools and methodologies. While this approach gets each function off the ground quickly, it
runs the risk of creating redundancies or worse, conflicting approaches ultimately resulting in
fiefdoms.

3.Federated model. This seeks to marry the advantages of both the centralized and the
decentralized models. While each function is allowed the flexibility to deploy analytics, a
governing council ensures that there is broad alignment on data policies and infrastructure.



Different forms of organizational structure will emerge best suited to the analytical needs of the
organization

Data-driven decision making is a journey, and without the right talent across
organizational levels, the benefits of decision sciences cannot be truly realized. What is
needed is an interdisciplinary approach, drawing its foundation from mathematics, business,
technology, and behavioral sciences and a culture that nurtures the talent and drives
innovation.



Best practices for big data analytics

Like any other technology or process, there obviously are best practices that can be applied to
the problems of Big Data. In most cases, best practices usually arise from years of testing and
measuring results, giving them a solid foundation to build on.

1)Define the Big Data business goals.

IT has a bad habit of being distracted by the shiny new thing, like a Hadoop cluster. Begin
your Big Data journey by clearly stating the business goal first. Start by gathering, analyzing
and understanding the business requirements.

2) Assess and strategize with partners.

A Big Data project should not be done in isolation by the IT department. It must involve the
data owner, which would be a line of business or department, and possibly an outsider, either
a vendor providing Big Data technology to the effort or a consultancy, to bring an outside set
of eyes to the organization and evaluate your current situation.

3) Determine what you have and what you need in Big Data.

Lots of data does not equate good data. You might have the right data mixed in there
somewhere but it will fall to you to determine it. The more haphazardly data is collected, the
more often it is disorganized and in varying formats.

4) Keep continuous communication and assessment going.

Effective collaboration requires on-going communications between the stakeholders and IT.
Goals can change mid-way through a project, and if that happens, the necessary changes must
be communicated to IT.

5) Start slow, react fast in leveraging Big Data.

Choose an area where you want to improve your business processes, but it won’t have too
great of an impact in case things go wrong or badly. Also, do not force a Big Data solution
approach if the problem does not need it.

6) Evaluate Big Data technology requirements.

The overwhelming majority of data is unstructured, as high as 90% according to IDC. But you
still need to look at where data is coming from to determine the best data store. You have the
option of SQL or NoSQL and a variety of variations of the two databases.

7) Align with Big Data in the cloud.

You have to be careful when using the cloud since use is metered, and Big Data means lots of
data to be processed. However, the cloud has several advantages. The public cloud can be
provisioned and scaled up instantly or at least very quickly. Services like Amazon EMR and
Google BigQuery allow for rapid prototyping.

8) Manage your Big Data experts, as you keep an eye on compliance and access issues.

Big Data is a new, emerging field and not one that lends itself to being self-taught like Python
or Java programming.



UNIT-IV
Advanced Analytics Platform

What is Advanced Analytics?

Advanced analytics employs predictive modeling, statistical methods, machine learning and process
automation techniques beyond the capacities of traditional business intelligence (BI) tools to analyze data or
business information. It leverages data science that involves mature methods of analysis to project future
trends and anticipate the likelihood of potential events

What is the Value of Advanced Analytics?
Advanced analytics provides businesses with a way to operationalize and get more value from data assets. It
can include the use of predictive analytics or recommendation engines. It represents a potential way for many
businesses to extract value from their data, whether that be data stored in a data warehouse or real-time data
generated by business operations.
What are Some Advanced Analytics Techniques or Capabilities?
The following capabilities are included under the umbrella of advanced analytics:
• Predictive Analytics: Data analytics used to make predictions concerning future business outcomes, based
upon historical data and using statistical modeling (regression models) and machine learning (ML)
techniques.
• Clustering: Data clustering is the process of grouping things together based on similarities between the
things in the group.
• Calculations: Different calculation tools like aggregations on visualizations, expressions, and more can be
used in advanced analytics.
• Statistical Features: It‘s important to have statistical features in order to perform advanced analytics,
including clustering, box plots, comparison circles, and relationships between categorical variables (Chi-
square).
• Machine learning: Machine learning algorithms learn from the data to produce detailed models that can
identify complex patterns and make highly accurate predictions. They are well suited to use cases such as
micro-segmentation, personalization, root cause analysis of complex processes, fraud detection, and
customer churn.

Benefits of Advanced Analytics
Contributing to real business value, the following are top benefits organizations can obtain a successful
advanced analytics program:
• Predict the Future: Organizations that use advanced analytics can act quickly and with a greater degree of
confidence about future outcomes. It enables organizations to make data-driven decisions and gain deeper
insights on market trends, customer preferences, and key business activities. Implementing advanced
analytics allows businesses to to assess market conditions faster and react to changes before their
competitors, gaining a significant advantage.



• Reduce Risks: With more accurate predictions from advanced analytics, businesses can avoid making
costly, risky decisions based upon inaccurate predictions. Advanced analytics provides businesses with a
comprehensive understanding of the business, past, present, and future, to better identify and manage risk.

• Anticipate and Solve Problems: Advanced analytics can help companies solve challenges that traditional
BI can not. Based on likelihood, it can prescribe actions to result in better business outcomes.
Real-Time Architecture for Conversations
The characteristics of the information alignment and assessment process during a conversation was three
types of layers. Those are

1. Conversation Layer
2. Orchestration Layer
3. Discovery Layer

The following example shows you how the layer will perform on sports television analogy and drive it toward
characteristics of the architecture and supporting infrastructure of analytics.

1.Conversation Layer: The first task at hand is to identify a situation or an entity. An analytics system
working in conversation mode must use simple selection criteria in the form of counters and filters to rapidly
reduce the search space and focus on its identification within a window of time. A television commentator is
able to follow the ball, identify the players in the focus area, and differentiate between good and bad
performances. Similarly, a real-time campaign system filters all the available data to identify a customer who
meets certain campaign-dependent criteria. A customer who has been conducting online searches for
smartphones is a good candidate for a smartphone product offer. A number of real-time parameters, such as
customer location and recent web searches, would play major roles.
2.Orchestration Layer: The second task is to assemble all associated facts. At this point, the sports television
director may offer data previously collected about the players to the commentator, who can combine the data
with his or her personal experience to narrate a story. In the Big Data Analytics architecture, the moment a
customer walks into a retail store or connects with a call center, the orchestrator uses identifying information
to pull all the relevant information about this customer.
3.Discovery Layer: The third task is to score and prioritize alternatives to establish the focus area. football
when half a dozen players wrestle with each other to stop the ball. The commentator has the tough task of
watching the ball and the significant players while ignoring the rest. Similarly, in the Big Data Analytics
architecture, we may be dealing with hundreds of predictive models. In a relatively very short time (less than
one second in most cases), the analysis system must score these models on available data to compare the
most important alternative and pass it on for further action. In online advertising, the bidding process may
conclude in less than 100 milliseconds. The Demand Side Platform (DSP) must view a number of competing
advertisement candidates and select the one that is most likely to be clicked by the customer.
The last task is to package all the real-time evidence. The information is turned over to the orchestration
layer for storage and future discovery.



The conversation layer can now focus on the next task, while the orchestration layer annotates the data and
sends it to the discovery layer. A number of software products are emerging to provide technical capabilities
for real-time identification, data synthesis, and scoring commonly referred to as stream computing. Stream
computing is a new paradigm. In “traditional” processing, one can think of running analytic queries against
historical data—for instance, calculating the distance walked last month from a data set of subscribers who
transmit GPS location data while walking. With stream computing, one can identify and count, as well as
filter and associate, events from a number of unrelated streams to score alternatives against previously
specified predictive models. IBM’s InfoSphere Streams has been successfully applied to the conversation
layer for low-latency, real-time analytics.

Orchestration and Synthesis Using Analytics Engines
Data orchestration is the process of taking siloed data from multiple data storage locations, combining and
organizing it, and making it available for data analysis tools. Data orchestration enables businesses to
automate and streamline data-driven decision making.
Nowadays, it is impossible to imagine a live television program without orchestration. A highly productive
team has replaced what used to be a “sportscaster” in the early days of sports coverage. A typical television
production involves a number of cameras offering a variety of angles to the players, in addition to stock
footage, commentators, commercial breaks, and more. The director provides the orchestration, assisted by a
team of people who organize the resources and facilitate the live event.
Similarly, Big Data Analytics is increasingly involving vast amount of components and options. The stakes
are becoming increasingly higher. as new products are launched, there is a need for orchestrated campaigns,
where product information is disseminated using a variety of media and customer sentiments are carefully
monitored and shaped to make the launches successful.

Here we can analyze the process that the Retailer and Telco use to engage the customer:
Step 1: Lisa registers with the Retailer, gives permission to the Retailer and the Telco to use consumer
information to track activities.
Step 2: Lisa follows a friend’s post on Facebook and clicks the Like button on a camera she likes.
Step 3: The Intelligent Advisor platform processes Lisa’s activity for relevant actions using Retailer and
Telco information.
Step 4: Lisa receives a message with an offer reminding her to stop by if she is in the
area. Step 5: Lisa receives a promotion code for an offer while passing by the store.
Step 6: Lisa uses the promotion code to purchase the offer at a PoS device.



Above Figure shows the behind-the-scenes orchestration steps. As the system interacts with Lisa, it uses an
increasing amount of opt-in information to make specific offers to her. By the time we get to Step 5, we are
dealing with a specific store location and related customer profile information stored in the Retailer’s
customer database.

These orchestrations involve a number of architectural components, possibly represented by a number of
products, each performing a role. One set of components is busy matching customers to known data and
finding out more data. Another set of components is performing deep reflection to find new patterns. A
management information system keeps track of the overall Key Performance Indicators (KPIs) and data
governance.
Figure 5.3 depicts the orchestration model. The observation space and its interactions are in real-time. IBM’s
InfoSphere Streams provides capabilities suited for real-time pattern matching and interaction for this space.
The deep reflection requires predictive modeling or unstructured data correlation capabilities and can best be
performed using SPSS or Big Insights. Directed attention may be provided using a set of conversation tools,
such as Unica® or smartphone apps (e.g., Worklight™). Management reporting and dashboard may be
provided using Cognos.
Depending on the level of sophistication and latency, there are several components for the box in the middle,
which decides on the orchestration focus, directs various components, and choreographs their participation
for a specific cause, such as getting Lisa to buy something at the store.

Entity Resolution
Using a variety of data sources, the identity of the customer can be resolved by IBM’s Entity Analytics®.
During the course of the entity resolution, we may use offers and promotion codes to encourage customer
participation, both to resolve identity as well as to obtain permission to make offers (as in Steps 4 and 5
above).
Model Management
IBM SPSS provides collaboration and deployment services, which are able to keep track of the performance
of a set of models. Depending on the criteria, the models can be applied to different parts of the population
and switched, for example, by using the champion/challenger approach.
Command Center
A product manager may set up a monitoring function to monitor progress for a new product launch or
promotional campaign. Monitoring may include product sales, competitive activities, and social media
feedback. A dashboard provides access to a set of users monitoring the progress. Alternatively, the
information can be packaged in an XML message and shipped to other organizations or automated agents.
Analytics Engine
An analytics engine may provide a mechanism for accumulating all the customer profiles, insights, and
matches as well as capabilities for analyzing this data using predictive modeling and reporting tools. This
analytics engine becomes the central hub for all information flows and hence must be able to deal with high
volumes of data.



IBM’s Netezza product has been successfully used as an analytics engine in Big Data architectures.

Discovery Using Data at Rest

What is Data at Rest?
When data collects in one place, it is called data at rest. For a hacker, this data at rest — data in databases,
file systems, big data lakes, the cloud, and storage infrastructure in general — is probably much more
attractive than the individual data packets crossing the network. Data at rest in these environments tends to
have a logical structure, meaningful file names, or other clues which betray that this location is where
the ―money‖ is — that is, credit cards, intellectual property, personal information, healthcare information,
financial information, and so on.
Definition Of Data In Transit Vs. Data At Rest

Data in transit, or data in motion, is data actively moving from one location to another such as across the
internet or through a private network.
Data protection in transit is the protection of this data while it‘s traveling from network to network or being
transferred from a local storage device to a cloud storage device – wherever data is moving, effective data
protection measures for in transit data are critical as data is often considered less secure while in motion.
Data at rest is data that is not actively moving from device to device or network to network such as data
stored on a hard drive, laptop, flash drive, or archived/stored in some other way.
Data protection at rest aims to secure inactive data stored on any device or network. While data at rest is
sometimes considered to be less vulnerable than data in transit, attackers often find data at rest a more
valuable target than data in motion.

The Role Of Encryption In Data Protection In Transit And At Rest

• Data can be exposed to risks both in transit and at rest and requires protection in both states. As such,
there are multiple different approaches to protecting data in transit and at rest.
• Encryption plays a major role in data protection and is a popular tool for securing data both in transit and at
rest.
• For protecting data in transit, enterprises often choose to encrypt sensitive data prior to moving and/or use
encrypted connections (HTTPS, SSL, TLS, FTPS, etc) to protect the contents of data in transit.
• For protecting data at rest, enterprises can simply encrypt sensitive files prior to storing them and/or
choose to encrypt the storage drive itself.

Best Practices For Data Protection In Transit And At Rest

Unprotected data, whether in transit or at rest, leaves enterprises vulnerable to attack, but there are effective
security measures that offer robust data protection across endpoints and networks to protect data in both
states.
In addition to encryption, best practices for robust data protection for data in transit and data at rest include:
• Implement robust network security controls to help protect data in transit. Network security solutions like
firewalls and network access control will help secure the networks used to transmit data against malware
attacks or intrusions.
• Don‘t rely on reactive security to protect your valuable company data. Instead, use proactive security
measures that identify at-risk data and implement effective data protection for data in transit and at rest.
• Choose data protection solutions with policies that enable user prompting, blocking, or automatic
encryption for sensitive data in transit, such as when files are attached to an email message or moved to
cloud storage, removable drives, or transferred elsewhere.



• Create policies for systematically categorizing and classifying all company data, no matter where it resides,
in order to ensure that the appropriate data protection measures are applied while data remains at rest and
triggered when data classified as at-risk is accessed, used, or transferred.

Finally, if you utilize a public, private, or hybrid cloud provider for storing data or applications, carefully
evaluate cloud vendors based on the security measures.

Implementation of Big Data Analytics
A typical Big Data Analytics implementation delivers three significant advancements in performance.
First, it can reduce latency by an order of magnitude, providing accessibility to data in minutes or seconds as
opposed to hours or days.
Second, it increases the capacity to store data by an order of magnitude, moving from terabytes to petabytes.
Third, it offers a much lower cost of acquisition and operation. Because the architecture is typically built on
commodity hardware and requires fewer administrators, the cost, too, is reduced by an order of magnitude.
However, these implementations require a commitment to Big Data Analytics and a strong desire to migrate
from the current platform.
In a typical “traditional” architecture, we have a set of components for ingesting data, a set of components
for storing the data, and a set of components for analyzing the data and then feeding the results into a set of
actions or reports. Since all the data must be routed via a storage medium using a data warehouse, the
storage, organization, and retrieval of data creates a bottleneck. Typically, the traditional approach requires a
reorientation of the data from the data source to a system of record and then into a set of models conducive to
analytical processing—which typically requires a number of data modelers, database administrators, and
ETL analysts to maintain the various data models and associated keys. Changes to the business environment
require changes to models, which cascade into changes across each component and require large
maintenance organizations.
Many components have already started to break off from this traditional model.
The revolutionary approach involves creating a brand-new Big Data Analytics environment. We move all
the data to the new environment, and all reporting, modeling, and integration with business processes
happens in the new environment. This approach has been adopted by many greenfield analytics driven
organizations. They place their large storage in the Hadoop environment and build an analytics engine on
the top of that environment to perform orchestration. The conversation layer uses the orchestration layer and
integrates the results with customer-facing processes. The stored data can be analyzed using Big Data tools.
This approach has provided stunning performance but has required high tooling costs and skills.
In the evolutionary approach, Big Data becomes an input to the current BI platform. The data is
accumulated and analyzed using structured and unstructured tools, and the results are sent to the data
warehouse. Standard modeling and reporting tools now have access to social media sentiments, usage
records, and other processed Big Data items.

Typically, this approach requires sampling and processing Big Data to shelve the warehouse from the
massive volumes. The evolutionary approach has been adopted by mature BI organizations. The architecture
has a low-cost entry threshold as well as minimal impact on the BI organization, but it is not able to provide
the significant enhancements seen by the greenfield operators. In most cases, the type of analysis and the
overall end-to-end velocity is limited by the BI environment.

The hybrid approach promoted actively by IBM’s Information Agenda team places the AAP architecture on
top of existing BI infrastructure. All the Big Data flows through AAP, while conventional sources continue
to provide data to the data warehouse. We establish a couple of integration points to bring data from the
warehouse into the analytics engine, which would be viewed by the data warehouse as a data mart. A sample
of the AAP data would be directed back to the data warehouse, while most of the data would be stored using
a Hadoop storage platform for discovery.



The hybrid architecture provides the best of both worlds; it enables the current BI environment to function as
before while siphoning the data to the AAP architecture for low-latency analytics. Depending on the
transition success and the ability to evolve skills, the hybrid approach provides a valuable transition to full
conversion.

Big Data Governance

What is Big Data Governance?
Big Data Governance is the process and management of data availability, usability, integrity, and security of
data used in an enterprise.
It includes all the steps from storing the data to secure it from any mishap. It is not just only about technology.
Responsible for the particular data asset along with the technology.
What are the benefits of Big Data Governance?

The below highlighted are the benefits of Big Data Governance:
• To improve data quality.
• Helps in understanding the data and shows the data lineage.
• Helps in adopting Regulatory Compliance.
• Improve the capabilities of Decision-Making by
data. How does Big Data Governance work?
Big Data Governance includes many concepts such as –
• Data Quality
• Data Policies
• Business Process Management
• Regulatory Compliance
• Risk Management
• Business Policies



Analytics Business Maturity Model

Big Data Analytics is a journey and can be implemented using a number of iterative phases, each advancing
the capability via well-defined yet small steps to reduce risk. The Information Agenda team has observed a
large number of analytics programs worldwide and has developed a set of benchmarks for analytics at
different levels of maturity. These benchmarks have been captured using a business maturity model that
allows us to specify current and target levels of maturity and what can be achieved in each phase. The model
has five levels of maturity:
• Ad hoc—A company that is just starting to develop the capability to gather consistent information in key
functional areas, generally falling well behind other companies in the corresponding sector. Information
beyond basic reporting is not available. Time-consuming, manual efforts are generally required to gather the
information needed for day-to-day business decisions.
This model is an important tool in developing an enterprise-wide analytics roadmap. It allows us to specify
specific capabilities developed in each phase, compare them with others in the industry, and align metrics to
each level, so that the benefits can be identified using the metrics and can be quantified using either
benchmarks or company-specific information.
The business maturity model lets us rapidly quantify the benefits of an analytics program. We have been
tracking actual benefits using case studies and using these benchmarks in roadmap development. The
maturity models and their underlying descriptions are industry-specific, as implementations and benefits
differ from one industry to the next.
Below Figure shows an example of the maturity model applied to the capability Monitor Brand Sentiment.
At the Foundational level, the marketing organization establishes a Facebook account, which is used by
customers to express sentiments; however, the sentiment information is not used in any way. At the
Competitive level, the organization establishes a mechanism for collecting, collating, and analyzing
sentiment and tracking its value with the marketing events. At this stage, the sentiment is measured but not
actively managed.



At the Breakaway level, sentiments from social media are linked to the product and marketing processes.
Sentiments are monitored in response to a product launch, pricing, changes, or a new advertising campaign.
The results are directed to product and marketing processes to modify the product and its marketing.
Successful marketers would use social media as a channel to experiment with different product options and
use the feedback to launch the one with the best customer response.



UNIT V

What is Hadoop

Hadoop is an open source framework from Apache and is used to store process and analyze
data which are very huge in volume.

Hadoop is written in Java

It is used for batch/offline processing.It is being used by Facebook, Yahoo, Google, Twitter,
LinkedIn and many more. Moreover it can be scaled up just by adding nodes in the cluster.

Modules of Hadoop

1. HDFS: Hadoop Distributed File System. Google published its paper GFS and on the
basis of that HDFS was developed. It states that the files will be broken into blocks
and stored in nodes over the distributed architecture.

2. Yarn: Yet another Resource Negotiator is used for job scheduling and manage the
cluster.

3. Map Reduce: This is a framework which helps Java programs to do the parallel
computation on data using key value pair. The Map task takes input data and converts
it into a data set which can be computed in Key value pair. The output of Map task is
consumed by reduce task and then the out of reducer gives the desired result.

4. Hadoop Common: These Java libraries are used to start Hadoop and are used by
other Hadoop modules.

Hadoop Architecture

High Level Hadoop Architecture



Hadoop has aMaster-Slave Architecture for data storage and distributed data processing using
MapReduce and HDFS methods.

NameNode:

NameNode represented every files and directory which is used in the namespace

DataNode:

DataNode helps you to manage the state of an HDFS node and allows you to interacts with the
blocks

MasterNode:

Themaster node allows you to conduct parallel processing of data using Hadoop MapReduce.

Slave node:

The slave nodes are the additional machines in the Hadoop cluster which allows you to store data
to conduct complex calculations. Moreover, all the slave node comes with Task Tracker and a
DataNode. This allows you to synchronize the processes with the NameNode and Job Tracker
respectively.

What is MapReduce?

A MapReduce is a data processing tool which is used to process the data parallelly in a distributed
form. It was developed in 2004, on the basis of paper titled as "MapReduce: Simplified Data
Processing on Large Clusters," published by Google.

MapReduce is a software framework and programming model used for processing huge amounts
of data. MapReduce program work in two phases, namely, Map and Reduce. Map tasks deal with
splitting and mapping of data while Reduce tasks shuffle and reduce the data.

MapReduce Architecture in Big Data explained in detail
The whole process goes through four phases of execution namely, splitting, mapping, shuffling, and
reducing.

Now in this MapReduce tutorial, let‟s understand with a MapReduce example–

Consider you have following input data for yourMapReduce in Big data Program Welcome to

Hadoop Class
Hadoop is good Hadoop is bad



The final output of the MapReduce task is

bad 1
Class 1
good 1
Hadoop 3
is 2
to 1
Welcome 1

The data goes through the following phases of MapReduce in Big Data

Input Splits:

An input to a MapReduce in Big Data job is divided into fixed-size pieces called input splits Input
split is a chunk of the input that is consumed by a single map

Mapping

This is the very first phase in the execution of map-reduce program. In this phase data in each split is
passed to a mapping function to produce output values. In our example, a job of mapping phase is
to count a number of occurrences of each word from input splits (more details about input-split is
given below) and prepare a list in the form of <word, frequency>

Shuffling

This phase consumes the output of Mapping phase. Its task is to consolidate the relevant records
from Mapping phase output. In our example, the same words are clubed together along with their
respective frequency.



Reducing

In this phase, output values from the Shuffling phase are aggregated. This phase combines values
from Shuffling phase and returns a single output value. In short, this phase summarizes the
complete dataset.

MapReduce Architecture explained in detail

• One map task is created for each split which then executes map function for each record in the
split.

• It is always beneficial to have multiple splits because the time taken to process a split is small
as compared to the time taken for processing of the whole input. When the splits are smaller,
the processing is better to load balanced since we are processing the splits in parallel.

• However, it is also not desirable to have splits too small in size. When splits are too small,
the overload of managing the splits and map task creation begins to dominate the total job
execution time.

• For most jobs, it is better to make a split size equal to the size of an HDFS block (which is 64
MB, by default).

• Execution of map tasks results into writing output to a local disk on the respective node and
not to HDFS.

• Reason for choosing local disk over HDFS is, to avoid replication which takes place in case of
HDFS store operation.

• Map output is intermediate output which is processed by reduce tasks to produce the final
output.

• Once the job is complete, the map output can be thrown away. So, storing it in HDFS with
replication becomes overkill.

• In the event of node failure, before the map output is consumed by the reduce task, Hadoop
reruns the map task on another node and re-creates the map output.

• Reduce task doesn‟t work on the concept of data locality. An output of every map task is fed
to the reduce task. Map output is transferred to the machine where reduce task is running.

• On this machine, the output is merged and then passed to the user-defined reduce function.
• Unlike the map output, reduce output is stored in HDFS (the first replica is stored on the

local node and other replicas are stored on off-rack nodes). So, writing the reduce output

How MapReduce Organizes Work?
Hadoop divides the job into tasks. There are two types of tasks:

1. Map tasks (Splits &Mapping)
2. Reduce tasks (Shuffling, Reducing)

The complete execution process (execution of Map and Reduce tasks, both) is controlled by two
types of entities called

1. Jobtracker: Acts like a master (responsible for complete execution of submitted job)
2. Multiple Task Trackers: Acts like slaves, each of them performing the job

https://www.guru99.com/learn-hadoop-in-10-minutes.html


For every job submitted for execution in the system, there is one Jobtracker that resides on
Namenode and there are multiple tasktrackers which reside on Datanode.

How Hadoop MapReduce Works

• A job is divided into multiple tasks which are then run onto multiple data nodes in a cluster.
• It is the responsibility of job tracker to coordinate the activity by scheduling tasks to run on

different data nodes.
• Execution of individual task is then to look after by task tracker, which resides on every data

node executing part of the job.
• Task tracker‟s responsibility is to send the progress report to the job tracker.
• In addition, task tracker periodically sends „heartbeat‟ signal to the Jobtracker so as to notify

him of the current state of the system.
• Thus job tracker keeps track of the overall progress of each job. In the event of task failure,

the job tracker can reschedule it on a different task tracker.
Differences between Hadoop and MapReduce:

Based on Hadoop MapReduce

Defination
The Apache Hadoop is a software that
allows all the distributed processing of
large data sets across clusters of
computers using simple programming

MapReduce is a programming model
which is an implementation for
processing and generating big data
sets with distributed algorithm on a
cluster.

Meaning

The name “Hadoop” was the named after
Doug cutting‟s son‟s toy elephant. He
named this project as “Hadoop” as it was
easy to pronounce it.

The “MapReduce” name came into
existence as per the functionality
itself of mapping and reducing in
key-value pairs.



Framework

Hadoop not only has storage framework
which stores the data but creating name
node‟s and data node‟s it also has other
frameworks which include MapReduce
itself.

MapReduce is a programming
framework which uses a key, value
mappings to sort/process the data

Invention
Hadoop was created by Doug Cutting and
Mike Cafarella. Mapreduce is invented by Google.

Features Hadoop open source
Hadoop cluster is Highly Scalable

Map Reduce provide Fault Tolerance
Map Reduce provide High
Availability

Concept

The Apache Hadoop is an eco-system
which provides an environment which is
reliable, scalable and ready for
distributed computing.

MapReduce is a submodule of this
project which is a programming
model and is used to process huge
datasets which sits on HDFS
(Hadoop distributed file system).

Language

Hadoop is a collection of all modules and
hence may include other
programming/scripting languages too

MapReduce is basically written in
Java programming language

Prerequisit
es

Hadoop runs on HDFS (Hadoop
Distributed File System)

MapReduce can run on
HDFS/GFS/NDFS or any other
distributed system for example
MapR-FS

Components of the Hadoop Ecosystem

Hadoop is a framework that uses distributed storage and parallel processing to store and manage big
data. It is the software most used by data analysts to handle big data, and its market size continues
to grow. There are three components of Hadoop:

1. Hadoop HDFS - Hadoop Distributed File System (HDFS) is the storage unit.

2. Hadoop MapReduce - Hadoop MapReduce is the processing unit.

3. Hadoop YARN - Yet Another Resource Negotiator (YARN) is a resource management
unit.

Hadoop HDFS

Data is stored in a distributed manner in HDFS. There are two components of HDFS - name node and
data node. While there is only one name node, there can be multiple data nodes.
HDFS is specially designed for storing huge datasets in commodity hardware. An enterprise version

https://www.businesswire.com/news/home/20201112005841/en/Global-Hadoop-Market-2020-to-2027---by-Component-Deployment-Model-Organization-Size-and-End-user---ResearchAndMarkets.com
https://www.businesswire.com/news/home/20201112005841/en/Global-Hadoop-Market-2020-to-2027---by-Component-Deployment-Model-Organization-Size-and-End-user---ResearchAndMarkets.com
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of a server costs roughly $10,000 per terabyte for the full processor. In case you need to buy 100 of
these enterprise version servers, it will go up to a million dollars.
Hadoop enables you to use commodity machines as your data nodes. This way, you don‟t have to
spend millions of dollars just on your data nodes. However, the name node is always an enterprise
server.
Features of HDFS

• Provides distributed storage
• Can be implemented on commodity hardware
• Provides data security
• Highly fault-tolerant - If one machine goes down, the data from that machine goes to the

next machine

Master and Slave Nodes

Master and slave nodes form the HDFS cluster. The name node is called the master, and the data
nodes are called the slaves.

The name node is responsible for the workings of the data nodes. It also stores the metadata.

The data nodes read, write, process, and replicate the data. They also send signals, known as
heartbeats, to the name node. These heartbeats show the status of the data node.

Consider that 30TB of data is loaded into the name node. The name node distributes it across the
data nodes, and this data is replicated among the data notes. You can see in the image above that the

blue, grey, and red data are replicated among the three data nodes.
Replication of the data is performed three times by default. It is done this way, so if a

https://www.simplilearn.com/what-is-a-hadoop-cluster-article


commodity machine fails, you can replace it with a new machine that has the same data.

Hadoop MapReduce

Hadoop MapReduce is the processing unit of Hadoop. In the MapReduce approach, the
processing is done at the slave nodes, and the final result is sent to the master node.

A data containing code is used to process the entire data. This coded data is usually very small in
comparison to the data itself. You only need to send a few kilobytes worth of code to perform a
heavy-duty process on computers.

The input dataset is first split into chunks of data. In this example, the input has three lines of text
with three separate entities - “bus car train,” “ship ship train,” “bus ship car.” The dataset is then
split into three chunks, based on these entities, and processed parallelly.

In the map phase, the data is assigned a key and a value of 1. In this case, we have one bus, one car,
one ship, and one train.

These key-value pairs are then shuffled and sorted together based on their keys. At the reduce phase,
the aggregation takes place, and the final output is obtained.

Hadoop YARN is the next concept we shall focus on in the What is Hadoop article.

Hadoop YARN

Hadoop YARN stands for Yet Another Resource Negotiator. It is the resource management unit of
Hadoop and is available as a component of Hadoop version 2.

• Hadoop YARN acts like an OS to Hadoop. It is a file system that is built on top of HDFS.

• It is responsible for managing cluster resources to make sure you don't overload one



machine.

• It performs job scheduling to make sure that the jobs are scheduled in the right place

Suppose a client machine wants to do a query or fetch some code for data analysis. This job request
goes to the resource manager (Hadoop Yarn), which is responsible for resource allocation and
management.

Advantages of MapReduce
Given below are the advantages mentioned:

1. Scalability
Hadoop is a highly scalable platform and is largely because of its ability that it stores and
distributes large data sets across lots of servers. The servers used here are quite inexpensive and can
operate in parallel. The processing power of the system can be improved with the addition of more
servers. The traditional relational database management systems or RDBMS were not able to scale to
process huge data sets.

2. Flexibility
Hadoop MapReduce programming model offers flexibility to process structure or unstructured data
by various business organizations who can use the data and operate on different types of data. Thus,
they can generate a business value out of those meaningful and useful data for the business
organizations for analysis. Irrespective of the data source, whether it be social media, clickstream,
email, etc. Hadoop offers support for a lot of languages used for data processing. Along with all
this, Hadoop MapReduce programming allows many applications such as marketing analysis,
recommendation system, data warehouse, and fraud detection.

3. Security and Authentication
If any outsider person gets access to all the data of the organization and can manipulate multiple
petabytes of the data, it can do much harm in terms of business dealing in operation to the business
organization. The MapReduce programming model addresses this risk by working with hdfs and
HBase that allows high security allowing only the approved user to operate on the stored data in the
system.

https://www.simplilearn.com/data-analysis-methods-process-types-article
https://www.educba.com/hadoop-alternatives/
https://www.educba.com/hdfs-vs-hbase/
https://www.educba.com/hdfs-vs-hbase/


4. Cost-effective Solution
Such a system is highly scalable and is a very cost-effective solution for a business model that
needs to store data growing exponentially in line with current-day requirements. In the case of old
traditional relational database management systems, it was not so easy to process the data as with
the Hadoop system in terms of scalability. In such cases, the business was forced to downsize the
data and further implement classification based on assumptions of how certain data could be
valuable to the organization and hence removing the raw data. Here the Hadoop scaleout architecture
with MapReduce programming comes to the rescue.

5. Fast
Hadoop distributed file system HDFS is a key feature used in Hadoop, which is basically
implementing a mapping system to locate data in a cluster. MapReduce programming is the tool used
for data processing, and it is also located in the same server allowing faster processing of data.
Hadoop MapReduce processes large volumes of data that is unstructured or semi-structured in less
time.

6. Simple Model of Programming
MapReduce programming is based on a very simple programming model, which basically allows
the programmers to develop a MapReduce program that can handle many more tasks with more ease
and efficiency. MapReduce programming model is written using Java language is very popular and
very easy to learn. It is easy for people to learn Java programming and design a data processing
model that meets their business needs.

7. Parallel Processing
The programming model divides the tasks to allow the execution of the independent task in parallel.
Hence this parallel processing makes it easier for the processes to take on each of the tasks, which
helps to run the program in much less time.

8. Availability and Resilient Nature
Hadoop MapReduce programming model processes the data by sending the data to an individual
node as well as forward the same set of data to the other nodes residing in the network. As a result, in
case of failure in a particular node, the same data copy is still available on the other nodes, which
can be used whenever it is required ensuring the availability of data.

Advantagesof Hadoop

1. Varied DataSources

Hadoop accepts a variety of data. Data can come from a range of sources like email conversation,
social media etc. and can be of structured or unstructured form. Hadoop can derive value from
diverse data. Hadoop can accept data in a text file, XML file, images, CSV files etc.

2. Cost-effective

Hadoop is an economical solution as it uses a cluster of commodity hardware to store data.
Commodity hardware is cheap machines hence the cost of adding nodes to the framework is not
much high. In Hadoop 3.0 we have only 50% of storage overhead as opposed to 200% in Hadoop2.x.
This requires less machine to store data as the redundant data decreased significantly.

3. Performance

Hadoop with its distributed processing and distributed storage architecture processes huge amounts
of data with high speed. Hadoop even defeated supercomputer the fastest machine in 2008.



It divides the input data file into a number of blocks and stores data in these blocks over several
nodes. It also divides the task that user submits into various subtasks which assign to these worker
nodes containing required data and these sub-task run in parallel thereby improving the performance.
4. Fault-Tolerant

In Hadoop 3.0 fault tolerance is provided by erasure coding. For example, 6 data blocks produce 3
parity blocks by using erasure coding technique, so HDFS stores a total of these 9 blocks. In event
of failure of any node the data block affected can be recovered by using these parity blocks and the
remaining data blocks.

5.Highly Available

In Hadoop 2.x, HDFS architecture has a single active NameNode and a single Standby
NameNode, so if a NameNode goes down then we have standby NameNode to count on. But Hadoop
3.0 supports multiple standby NameNode making the system even more highly available as it can
continue functioning in case if two or more NameNodes crashes.
6.LowNetwork Traffic

In Hadoop, each job submitted by the user is split into a number of independent sub-tasks and these
sub-tasks are assigned to the data nodes thereby moving a small amount of code to data rather than
moving huge data to code which leads to low network traffic.

7.High Throughput

Throughput means job done per unit time. Hadoop stores data in a distributed fashion which allows
using distributed processing with ease. A given job gets divided into small jobs which work on
chunks of data in parallel thereby giving high throughput.

8.Open Source

Hadoop is an open source technology i.e. its source code is freely available. We can modify the
source code to suit a specific requirement.

9.Scalable

Hadoop works on the principle of horizontal scalability i.e. we need to add the entire machine to the
cluster of nodes and not change the configuration of a machine like adding RAM, disk and so on
which is known as vertical scalability. Nodes can be added to Hadoop cluster on the fly making it
a scalable framework.
10.Easeof use

The Hadoop framework takes care of parallel processing, MapReduce programmers does not need
to care for achieving distributed processing, it is done at the backend automatically.
11.Compatibility

Most of the emerging technology of Big Data is compatible with Hadoop like Spark, Flink etc. They
have got processing engines which work over Hadoop as a backend i.e. We use Hadoop as data
storage platforms for them.
12.MultipleLanguages Supported

Developers can code using many languages on Hadoop like C, C++, Perl, Python, Ruby, and
Groovy.
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2.Disadvantagesof Hadoop

1. Issue With Small Files

Hadoop is suitable for a small number of large files but when it comes to the application which
deals with a large number of small files, Hadoop fails here. A small file is nothing but a file which is
significantly smaller than Hadoop‟s block size which can be either 128MB or 256MB by default.
These large number of small files overload the Namenode as it stores namespace for the system and
makes it difficult for Hadoop to function.

2. VulnerableBy Nature

Hadoop is written in Java which is a widely used programming language hence it is easily
exploited by cyber criminals which makes Hadoop vulnerable to security breaches.
3. Processing Overhead

In Hadoop, the data is read from the disk and written to the disk which makes read/write operations
very expensive when we are dealing with tera and petabytes of data. Hadoop cannot do in-memory
calculations hence it incurs processing overhead.

4.SupportsOnly Batch Processing

At the core, Hadoop has a batch processing engine which is not efficient in stream processing. It
cannot produce output in real-time with low latency. It only works on data which we collect and store
in a file in advance before processing.
5. Iterative Processing

Hadoop cannot do iterative processing by itself. Machine learning or iterative processing has a
cyclic data flow whereas Hadoop has data flowing in a chain of stages where output on one stage
becomes the input of another stage.
6.Security

For security, Hadoop uses Kerberos authentication which is hard to manage. It is missing encryption
at storage and network levels which are a major point of concern.
So, this was all about Hadoop Pros and Cons. Hope you liked our explanation.
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MapReduce Example in Apache Hadoop What is Apache MapReduce?
Apache MapReduce is the processing engine of Hadoop that processes and computes vast volumes
of data. MapReduce programming paradigm allows you to scale unstructured data across hundreds or
thousands of commodity servers in an Apache Hadoop cluster.

The input data is fed to the mapper phase to map the data. The shuffle, sort, and reduce operations are
then performed to give the final output.

Fig: Steps in MapReduce

MapReduce programming paradigm offers several features and benefits to help gain insights from
vast volumes of data.
Features of MapReduce

1. MapReduce algorithms help organizations to process vast amounts of data, parallelly
stored in the Hadoop Distributed File System (HDFS).

2. It reduces the processing time and supports faster processing of data. This is because all
the nodes are working with their part of the data, in parallel.

3. Developers can write MapReduce codes in a range of languages such as Java, C++, and
Python.

4. It is fault-tolerant as it considers replicated copies of the blocks in other machines for
further processing, in case of failure.

HowDoes the Hadoop MapReduce Algorithm Work?

Let‟s understand how the MapReduce algorithm works by understanding the job execution flow in
detail.

• The input data to process using the MapReduce task is stored in input files that reside on
HDFS.

• The input format defines the input specification and how the input files are split and read.
• The input split logically represents the data to be processed by an individual Mapper.
• The record reader communicates with the input split and converts the data into key-value

pairs suitable for reading by the mapper (k, v).
• The mapper class processes input records from RecordReader and generates intermediate

key-value pairs (k‟, v‟). Conditional logic is applied to „n‟ number of data blocks present
across various data nodes.

https://www.simplilearn.com/tutorials/hadoop-tutorial/mapreduce
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• The combiner is a mini reducer. For every combiner, there is one mapper. It is used to
optimize the performance of MapReduce jobs.

• The partitioner decides how outputs from the combiner are sent to the reducers.
• The output of the partitioner is shuffled and sorted. All the duplicate values are removed,

and different values are grouped based on similar keys. This output is fed as input to the
reducer. All the intermediate values for the intermediate keys are combined into a list by
the reducer called tuples.

• The record writer writes these output key-value pairs from the reducer to the output files.
The output data is stored on the HDFS.

Fig: MapReduce workflow

Shown below is a MapReduce example to count the frequency of each word in a given input text.
Our input text is, “Big data comes in various formats. This data can be stored in multiple data
servers.”

Fig: MapReduce Example to count the occurrences of words



THE DESIGN OF HDFS - HADOOP

HDFS is a filesystem designed for storing very large files with streaming data access patterns,

running on clusters of commodity hardware. Let‟s examine this statement in more detail:

Very large files

“Very large” in this context means files that are hundreds of megabytes, gigabytes, or terabytes in

size. There are Hadoop clusters running today that store petabytes of data.

Streaming data access

HDFS is built around the idea that the most efficient data processing pattern is a write-once, read-

many-times pattern. A dataset is typically generated or copied analysis will involve a large

proportion, if not all, of the dataset, so the time to read the whole dataset is more important than the

latency in reading the first record.

Commodity hardware

Hadoop doesn‟t require expensive, highly reliable hardware to run on. It‟s designed to run on clusters

of commodity hardware (commonly available hardware available from multiple vendors) for which

the chance of node failure across the cluster is high, at least for large clusters. HDFS is designed to

carry on working without a noticeable interruption to the user in the face of such failure.

It is also worth examining the applications for which using HDFS does not work so well. While this

may change in the future, these are areas where HDFS is not a good fit today:

Low-latency data access

Applications that require low-latency access to data, in the tens of milli seconds range, will not

work well with HDFS. Remember, HDFS is optimized for delivering a high throughput of data, and

this may be at the expense of latency. HBase (Chapter Zookeeper) is currently a better choice for

low-latency access.

Lots of small files

Since the namenode holds file system meta data in memory, the limit to the number of files in a file

system is governed by the amount of memory on the name node. As a rule of thumb, each file,

directory, and block takes about 150 bytes. So, for example, if you had one million files, each taking

one block, you would need at least 300 MB of memory. While storing millions of files is feasible,

billions is beyond the capability of current hardware. Multiple writers, arbitrary file modifications

Files in HDFS may be written to by a single writer.



Writes are always made at the end of the file. There is no support for multiple writers, or for

modifications atarbitrary offsets in the file.

HDFS Design Concepts

HDFS is a distributed file system implemented on Hadoop‟s framework designed to store vast
amount of data on low cost commodity hardware and ensuring high speed process on data.

Hadoop Distributed File System design is based on the design of Google File System. It‟s notion
is “Write Once Read Multiple times”.

Below are the main objectives of HDFS.

HDFS Objectives

? Able to store vast amount of data probably in Tera bytes or Peta bytes by spreading the data
across a number of machines on cluster.

? Storing data reliably, and in fault-tolerant manner by maintaining data replication to cope with
loss of individual machines in the cluster

? Able to process the data locally by moving the computation/processing to data nodes instead
of bringing data from data nodes to computation server.
HDFS Design Concepts

Important components in HDFS Architecture are:
• Blocks
• NameNode
• Data Nodes

HDFS Blocks

HDFS is a block structured file system. Each HDFS file is broken into blocks of fixed size
usually 128 MB which are stored across various data nodes on the cluster. Each of these blocks is
stored as a separate file on local file system on data nodes (Commodity machines on cluster).

Internally, HDFS split the file into block-sized chunks called a block. The size of the block is 128 Mb
by default. One can configure the block size as per the requirement.



For example, if there is a file of size 612 Mb, then HDFS will create four blocks of size 128 Mb and
one block of size 100 Mb.

The file of a smaller size does not occupy the full block size space in the disk. For example, the file of

size 2 Mb will occupy only 2 Mb space in the disk. The user doesn‟t have any control over the

location of the blocks.

Name Node

Name Node is the single point of contact for accessing files in HDFS and it determines the block
ids and locations for data access. So, Name Node plays a Master role in Master/Slaves
Architecturewhere as Data Nodes acts as slaves. File Systemmetadata is stored on Name Node.

Functions ofHDFS NameNode

1. It executes the file system namespace operations like opening, renaming, and closing
files and directories.

2. NameNode manages and maintains the DataNodes.
3. It determines the mapping of blocks of a file to DataNodes.
4. NameNode records each change made to the file system namespace.
5. It keeps the locations of each block of a file.
6. NameNode takes care of the replication factor of all the blocks.

7. NameNode receives heartbeat and block reports from all DataNodes that ensure
DataNode is alive.

8. If the DataNode fails, the NameNode chooses new DataNodes for new replicas.

Data Nodes

Data Nodes are the slaves part of Master/Slaves Architecture and on which actual HDFS files are
stored in the form of fixed size chunks of data which are called blocks.

DataNodes are the slave nodes in Hadoop HDFS. DataNodes are inexpensive commodity
hardware. They store blocks of a file.
Functions of DataNode

1. DataNode is responsible for serving the client read/write requests.
2. Based on the instruction from the NameNode, DataNodes performs block creation,

replication, and deletion.
3. DataNodes send a heartbeat to NameNode to report the health of HDFS.
4. DataNodes also sends block reports to NameNode to report the list of blocks it contains.

Data Flow In MapReduce

MapReduce is used to compute the huge amount of data . To handle the upcoming data in a parallel
and distributed form, the data has to flow from various phases.



Phases of MapReduce data flow Input reader

The input reader reads the upcoming data and splits it into the data blocks of the appropriate size (64
MB to 128 MB). Each data block is associated with a Map function.

Map function

The map function process the upcoming key-value pairs and generated the corresponding output
key-value pairs. The map input and output type may be different from each other.

Partition function

The partition function assigns the output of each Map function to the appropriate reducer. The
available key and value provide this function. It returns the index of reducers.

Shuffling and Sorting

The data are shuffled between/within nodes so that it moves out from the map and get ready to
process for reduce function. Sometimes, the shuffling of data can take much computation time.

The sorting operation is performed on input data for Reduce function. Here, the data is
compared using comparison function and arranged in a sorted form.

Reduce function

The Reduce function is assigned to each unique key. These keys are already arranged in sorted
order. The values associated with the keys can iterate the Reduce and generates the corresponding
output.

Output writer

Once the data flow from all the above phases, Output writer executes. The role of Output writer is
to write the Reduce output to the stable storage.
Sample Eaxmple: Hadoop MapReduce Parallel Data Flow Model



ANATOMY OF A MAPREDUCE JOB RUN - HADOOP

You can run a MapReduce job with a single line of code: JobClient.runJob(conf). It‟s very short,
but it conceals a great deal of processing behind the scenes. This section uncovers the steps Hadoop
takes to run a job.

The whole process is illustrated in belowFigure . At the highest level, there are four independent

entities:

• The client, which submits the MapReduce job.
• The jobtracker, which coordinates the job run. The jobtracker is a Java application whose

main class is JobTracker.
• The tasktrackers, which run the tasks that the job has been split into. Tasktrackers are Java

applications whose main class is TaskTracker.
• The distributed filesystem , which is used for sharing job files between the other entities.

How Job runs on MapReduce

MapReduce can be used to work with a solitary method call: submit() on a Job object (you can
likewise call waitForCompletion(), which presents the activity on the off chance that it hasn‟t been
submitted effectively, at that point sits tight for it to finish).
Let‟s understand the components –

1. Client : Submitting the MapReduce job.
2. Yarn node manager : In a cluster , it monitors and launches the compute containers on

machines.
3. Yarn resource manager : Handles the allocation of compute resources coordination on

the cluster.
4. MapReduce application master : Facilitates the tasks running theMapReduce work.
5. Distributed Filesystem : Shares job files with other entities.

How to submit Job?

To create an internal JobSubmitter instance, use the submit() which further calls
submitJobInternal() on it. Having submitted the job, waitForCompletion() polls the job‟s
progress after submitting the job once per second. If the reports have changed since the last report,
it further reports the progress to the console. The job counters are displayed when the job completes
successfully. Else the error (that caused the job to fail) is logged to the console.



Processes implemented by JobSubmitter for submitting the Job :
• The resource manager askes for a new application ID that is used for MapReduce Job ID.
• Output specification of the job is checked. For e.g. an error is thrown to the MapReduce

program or the job is not submitted or the output directory already exists or it has not
been specified.

• If the splits cannot be computed, it computes the input splits for the job. This can be due
to the job is not submitted and an error is thrown to the MapReduce program.

• Resources needed to run the job is copied – it includes the job JAR file, the computed
input splits, to the shared filesystem in a directory named after the job ID and the
configuration file.

• It copies job JAR with a high replication factor, which is controlled
by mapreduce.client.submit.file.replication property. AS there are the number of
copies across the cluster for the node managers to access.

• By calling submitApplication(), submits the job on the resource manager.


